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Abstract— Human–robot collaboration is a key component of
Industry 4.0, collaborative robots that merge human incomparable capabilities with the strengths of smart machines to assist
operators in performing manual tasks, are currently transforming industrial operations. In this context, occupational health
and safety standards are important, and active constraints
are an efficient and proactive approach to assist robot motion
control achieve human safety during collaborative manipulation
tasks. Herein, we present a method for constructing efficient,
and robust active constraints as a result of monitoring human
bodies and the extraction of surfaces of interest that can lead
to collisions with the collaborative task’s robotic agents.

I. I NTRODUCTION
Human employees and robots are the two main workforces of modern industries in the Industry 4.0 spectrum.
Human–machine interaction (HMI), and more specifically
human–robot collaboration (HRC), is a key cyber-physical
and facilitating technology of Industry 4.0 [1]. For safety
reasons, the two are typically isolated with robots being
enclosed in metal cages, limiting production line efficiency
and versatility. In recent years, there has been a movement
to abolish the cages so that humans and robots can work
together. Collaborative robots can be used in human-robot
teams in versatile production lines, where robotic manipulators and human workers collaborate. More and more interactions between humans and industrial robots are expected
in the factories of the future [2], and thus, one of the most
pressing issues in such scenarios is safety.
The research community has become more interested in
ensuring human protection in the above types of work cells
through the principle of collision avoidance, which involves
preventing unsafe encounters through the use of protective
methodologies and systems. Some of these methodologies
are safety assurance through motion planning and control, and human tracking through sensor systems (Fig. 1).
Rajnathsing and Li [3] used neural networks to create a
monitoring system that can detect the human operator and
assure that the robot maintains a minimum safe distance
from its human counterpart at all times. Ragaglia et al.
[4] suggested a new trajectory generation algorithm that
maximizes efficiency while taking safety constraints into
consideration as actual restrictions. These constraints are
formulated by incorporating the manipulator and a series
of arbitrarily-shaped convex obstacles, which are then fused
with depth sensor measurements to describe the area that the
human worker will occupy. Rengevic et al. [5] developed a
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Fig. 1. Example of active constraints depiction through our sensor system
in the case where a human worker is securing a PCB on a TV frame.

computer vision system that uses state-of-the-art sensors to
ensure human safety in the designated safety zones within
an automated assembly laboratory. Bdiwi et al. [6] created a
safety function strategy algorithm for monitoring the entire
work cell at different stages of heavy-load industrial robot
interaction. The suggested method divides human–robot interaction (HRI) into steps, with different types of safety
functions assigned at each one. Ibarguren et al. [7] suggested
a security system for industrial robotic cells based on laser
rangefinders that can identify and track obstacles around the
robot, providing information that can be used to change the
robot’s behavior and ensure safety.
II. M ATERIALS AND M ETHODS
The following sections explain the three components of
our proposed system. Starting with a 2D detection of humans
present in the scene, followed by the projection of the
detected 2D skeletons into 3D space and correction of any
miss-detections using our extended method. Followed by
a Kalman filter-based human tracker to ensure smoother
performance, and eventually, the extraction of individual
surfaces that can cause collisions.
A. 2D Human Detection and Pose Estimation Framework
We chose Open Pose Framework [8] for the initial stage
of 2D human detection since it is one of the state-of-theart methods in this domain. It is a real-time method for
detecting the 2D pose of multiple individuals in a single
frame. Despite the number of individuals in the scene, this
bottom-up approach achieves high accuracy in real-time. For

Fig. 2. [Left] Mapping of 2D skeleton key-points using the body 25 model’s simplification. Each person is defined by a total of 15 joints. [Right] Mapping
of the 11 simplified 2D key-points to construct the ”limbs” representation.

each person detected in the scene, Open Pose will estimate
the location of the human skeleton joints as key-points on
the RGB image and provide a confidence value for each of
them in real time. For this work, we selected the body 25
model from the available human skeleton models since it has
the highest detection accuracy.
1) Simplification of the Body 25 Model: To simplify the
process and improve processing speed, we are only using 15
joints for the human skeleton (Fig. 2 left). The 2D positions
of the eyes, ears, and nose are merged to approximate an
average position, which is then replaced by the joint ”Head”.
We decided to ignore all joints below the “Ankle” and
simplify the foot representation by including only the “Right
Ankle” and “Left Ankle” joints. The “Mid Hip” joint is also
not considered in the final computations, but it is used in
combination with the “Neck” joint to create the “Torso” joint.
The resulting 15 skeleton joints serve as a foundation
for the skeleton’s ”limbs representation” (Fig. 2 right).
Thus, the “Head”, “Neck”, “Torso”, “Right/Left UpperArm”,
“Right/Left ForeArm”, “Right/Left Thigh”, and “Right/Left
Calf” of each person are also represented as links. This
relation representation represents the degrees of freedom
(DoF) of the human skeleton that will be used for tracking
and thus for the actual construction of the active constraints.
B. Extension for 3D Joints Extraction
It is critical that skeleton tracking is conducted in 3D, as
two-dimensional human detection is inadequate for calculating the possibility of colliding with moving robotic arms. To
obtain the maximum amount of information about the scene,
we chose to use an RGB-D camera. We were able to extract a
3D representation of the observed humans by projecting the
detected 2D key-points to the 3D space using the camera
intrinsic parameters and the registered depth image.
Occlusions, calibration errors, and incorrect detections can
all lead to errors and misalignments in the resulting 3D
skeletons. Thus, an initial pre-processing stage was employed

that analyzes the confidence of each observed joint by
assuming that the human worker will be standing during the
collaborative task. After being projected to 3D space, any
joint with a low confidence level is reassessed and either
corrected if possible or ”dropped” to the resting position
depending on the values of its adjacent key-points.
We tested our method on the collaborative assembly of
a TV, where the worker’s legs are typically obstructed by
the conveyor belt on which the TV frames are moving. This
occlusion usually results in incorrect detection of the person’s
knees and feet. It is typical that the occluded joints have
low confidence and can be recalculated depending on limb
size and distance between the two shoulders and hips. Fig.
3 (left) depicts an example of such situation in which the
worker’s legs are wrongfully detected on the conveyor belt
and adjusted by being ”dropped” to the floor.
Furthermore, intrinsic calibration errors and wrongful detections can result in incorrect 3D projection with falsely
high confidence, as seen in Figure 3 (Right). To fix such
mistakes, an additional pre-processing phase is introduced,
which utilizes the skeleton’s ”limp” representation. The
observed human limbs are related to actual limp proportions
and adjusted if they are disproportional. The adjustment
can either address only the scale of the limp in case of
proper detection of the adjacent joints (e.g., for ”forearm,”
the equivalent joints are ”elbow” and ”wrist”), or the limp
can be ”dropped” to resting position under the presumption
that the person is ”standing” and exploiting the symmetry
for the mirrored limp (left/right).
A low confidence value is assigned to all joints that were
corrected through the pre-processing steps. As a result, the
final 3D skeleton used as an input for human tracking has the
original confidence scores for joints that were correctly detected and poor confidence values for all absent or corrected
joints. Following this procedure, each skeleton contains all
the 15 joints of our simplified body 25 model.

Fig. 3. Examples of wrongful detections:[Left] The worker’s knees and feet are obscured, and hence initially wrongfully detected on the TV frame.
[Right] Example of erroneous detection of the left forearm.

C. 3D Human Tracking
Starting with the corrected 3D skeleton pose, we employ
a standard Kalman filter to predict the movements of the
human collaborators. We are using our simplified skeleton
model of 15 total joints in 3D space, which translates to
3×15 (45) dynamic parameters for 3D position observations
and 2×45 (90) dynamic parameters for the state (because we
are taking both the position and velocity of each joint into
consideration). The model will predict the next state of the
human skeleton by using the previously established velocities. The observed 3D coordinates of each skeleton key-point
are fed into the Kalman filter as input measurements, and
their corresponding confidence value is used to calculate the
observation noise covariance. Kalman filter can effectively
make predictions since it can give lower noise covariance
to observations with high confidence while providing higher
noise covariance to observations with low confidence. The
next state of the skeleton key-points is predicted based on
the process distribution and the last observed state, then
updated with current observations thus taking the noise error
distribution into account.
D. Active Constraints Construction
The human skeleton must be depicted in a more analytical
form than 3D points in order for the constraints to be
meaningful for successful enforcement. In order to represent
the human surfaces in the active constraints space, simple
primitive shapes such as spheres and cylinders were chosen.
When looking for the best fitting shapes to describe the
human body, we tried several approaches, such as portraying
both limbs and joints with spheres or cylinders. Based on the
limb’s particular geometric form, the most fitting shapes is a
mixture of spheres and cylinders that are described by their
3D center location, orientation, and scale along all axes. In
this manner, the human body can be completely ”covered”
but still not being over-inflated, resulting in a major decrease
in the robots’ workspace.
III. E VALUATION
We used two approaches to assess the Active Constraints
Construction: a quantitative and a qualitative. A mock-up of

the collaborative assembly of a TV was set up for both of
them.
A. Quantitative Evaluation
The first setup was with two people in the scene demonstrating the assembly of a 49-inch tv. The TV was mounted
on a static planar board, accompanied by two PCBs. One
individual was doing the placement of the PCBs, while the
other was securing them to the TV frame using screws and an
electrical screwdriver. We repeated the experiment twice, and
the ground truth for each skeleton in each frame was obtained
using manual annotation in both 2D and 3D space (Fig. 4).
The two recorded sequences comprised of 71 and 81 frames,
respectively. We kept the number of frames and repetitions
low since manually annotating two skeletons with 15 joints
each in each frame is time -and resource- consuming task.

Fig. 4. The 3D skeletons extracted with our method are being compared
with the ground truth (manual annotation), and the simple 3D projection of
the initial 2D skeleton.

The testing sequences were built using the 2D skeletons
derived from the Open Pose extension to create the 3D
skeletons for tracking. To assess our process, we compared
it to manually annotated ground truth data, as well as, a
straightforward projection to 3D of the original 2D skeletons.
As a metric, we used the average 3D Euclidean Distance
per frame and per sequence to compute the mean per joint
position error (in cm).
During this assessment, we only considered key points
that had a ground truth value. In scenes like this, where the
individual is self-occluded, 2D detections projected to 3D
will result in 3D skeletons with missing joints (undetected,

TABLE I
Q UANTITATIVE ACCURACY AND S PEED E VALUATION R ESULTS

Repetition #1 (71 frames)
Repetition #2 (81 frames)
Inference Speed Output

Projection in 3D
13.2 cm
23.5 cm
20.8 Hz

Extended in 3D
12.9 cm
27.5 cm
20 Hz

Tracking
9.8 cm
10.5 cm
20 Hz

or with low confidence). Skeletons produced by our proposed
extension of the 2D Pose Framework, as well as the tracking
method, have values on all key-points (since we estimate all
missed joints), but only those with a ground truth value were
considered for this evaluation.
In both evaluation sequences, our suggested approach
yields the lowest mean per joint position error (as seen in
Table I). This encourages us to assume that our correction
and tracking extension increases the accuracy of the extracted
skeletons, resulting in more precise Active Constraints.
Furthermore, based on the inference speed output of the
module’s different phases, we concluded that the addition of
the extension correction and tracking layers have no effect
on the speed of active constraint construction.
B. Qualitative Evaluation
The qualitative evaluation was carried out during the
CoLLaboratE project [9] integration efforts, where the whole
system of Active Constraints Construction and Enforcement
was evaluated in a second setup for the TV assembly. For
this evaluation and testing, only one human operator and a
KUKA LWR 4+ were used to replicate an assembly line of
human-robot collaboration.
The TV frame was mounted, and the PCBs were placed on
the TV frame by the robotic manipulator, while the human
worker locked them with screws. The human and the robotic
manipulator shared the workspace and worked opposite one
another. The camera was set at an angle so the human
collaborator would not be occluded as the robot moves. We
used a RealSense D435 RGBD sensor, and a workstation
with AMD Ryzen 5, GeForce RTX 2080 and 32GB RAM.
The assembly of the 49-inch TV was repeated several
times during these trials for fine tuning, and demonstrated
that the robotic manipulator could reliably avoid its human
colleague and yet effectively complete the task. An example
of avoidance and active constraints depiction can be seen
in Figure 5, where a human worker purposefully obstructs
the path of the robotic arm, and it manages to prevent any
contact.
IV. CONCLUSIONS
In this work, we suggested an extension of the Open
Pose Framework for human detection and tracking in 3D
space that lead to Active Constraints construction during
human-robot collaboration. The method was proved to be
effective for avoiding collisions between the human and the
robotic collaborators. Currently, the parameters of the system
are fine-tuned for all tasks that a slightly side view of the
human collaborator can be achieved. For future work, we
intended to examine additional methods in order to achieve
higher accuracy and overall increase the performance of our
proposed system.

Fig. 5. Example of active constraints depiction in the case of a human
worker purposefully obstructing the path of a robotic arm
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