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EXECUTIVE SUMMARY 

This document is a deliverable of the CoLLaboratE project, funded by the European Commission's 

Directorate-General for Research and Innovation (DG RTD) as a part of the Horizon 2020 Research 

and innovation programme (H2020). In this deliverable, we present the preliminary results of 

Task 4.4 " Autonomous Assembly Policy Learning and Policy Improvement".  

This task aims to develop efficient methods for learning assembly policies from humans and 

cooperating with them. The following challenges were addressed: 

1. Autonomous learning of assembly tasks, 

2. Formulation and execution of rotational invariant assembly policies, 

3. Autonomous improvement of assembly tasks, 

4. Improvement of control and trajectory policies using active learning, 

5. Collaborative learning of autonomous strategies for handling contingent assembly errors, 

6. Optimal exploration during autonomous policy improvement using ergodic control.  

 

We tackled autonomous learning of assembly by first trying to learn the reverse process, namely, 

disassembly of an already assembled object. It turns out that a robot learns to disassemble much 

more successfully if it moves within physical constraints. Reinforcement learning was used when 

movement to multiple directions was permitted by the physical constraints. In this way, the robot 

successfully learned to disassemble a car light without any prior knowledge. For assembly, we 

just reversed the learned policy. Reversing the policy assumes that the object is exactly at the 

same position and orientation as it was during the learning of disassembly, which is not always 

the case. To avoid lengthy and demanding calibration procedures, we developed a framework for 

robust execution of rotation and position invariant assembly policies.  

However, the learned assembly task, from autonomous policy learning, human demonstrations or 

offline systems, is often suboptimal in terms of precision and execution speed. Hence, the 

improvement of the learned assembly policy is required. To this end, we developed an approach 

to adjust the temporal component of the task using ILC. The developed approach was verified in 

a visual inspection task. 

We further developed an active learning approach to improve the generalization capabilities of 

control and trajectory policies. It exploits the epistemic uncertainty representation of Bayesian 

Gaussian mixture models (BGMMs). After the initial learning from the demonstration, the robot 

improves the learned policies by requesting a new demonstration that is the best in the 

information-theoretical sense for the model's generalization.  

Nevertheless, the robot often fails to complete the task, even though the task is properly learned. 

This failure is due to various random deviations in grip, workpiece geometry, etc. In this case, the 

robot must use an alternative assembly policy, depending on the current context. As part of the 

project, we developed a new approach in which a robot learns alternative policies through human 

demonstrations when an error occurs. The robot generalizes this knowledge to similar cases using 

statistical learning. 

Finally, despite significant advances in learning algorithms, learning and adapting robotics tasks 

is still slow compared to humans. A promising approach to overcome this issue is intelligent 

exploration using ergodic control. In the project, we developed a methodology that generates 

movements within a spatial distribution by spending time in each part of the distribution in 
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proportion to its density, resulting in a natural exploration behavior. The regions to be explored 

are provided in the form of a probability distribution. Our approach allows the standard ergodic 

control formulation to be extended to higher-dimensional state space for real-time applications. 

The experimental verification of the closed-loop implementation of the ergodic controller on a 

peg-in-a hole task proved that it is highly robust to the environmental changes (such as random 

hole position, random gasping error) and outperforms all other approaches. 

Note that compared to the preliminary version D4.7 of this deliverable, we extended our 

framework for autonomous learning of assembly tasks so that the policy is invariant to the object's 

position and orientation, addressed in Chapters 2.1.2 and 2.1.3. Additionally, we presented novel 

results in ergodic control (Chapter 2.5) applied to the peg-in-a-hole task.   
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1 INTRODUCTION 

The vision of industrial production is that robots could learn tasks on their own. Unfortunately, 

the current state of the art does not yet allow this, but we want to get as close as possible to this 

ultimate goal. One way to achieve this goal is human-robot collaboration, where the robot learns 

from the human. We use the same paradigm as in the exploitation of robots, where the robot 

performs simple and repetitive tasks, leaving tasks that require greater cognitive effort to 

humans. In this way, the robot can learn more straightforward tasks autonomously, while, for 

connecting these tasks together and for learning more complex tasks, it is helped by a human. 

Most industrial robots in production perform repetitive tasks, where the production quality most 

often depends on how well we have taught the robot. The teaching of robots is a demanding task 

performed by experienced operators, who often spend a lot of time on it. Due to the requirement 

for flexible production, learning time is often limited. As a result, robot programs might be sub-

optimal regarding precision and execution speed. Consequently, the robot performs tasks non-

optimally. Our goal is to develop efficient algorithms, which will enable the robot to autonomously 

improve the policy during the repetitive execution of the given task. 

We can also approach this problem in another way. Instead of autonomously improving the task, 

the robot can actively control the learning process. After the initial learning from the 

demonstration phase, the robot improves the learned policies by requesting a new demonstration 

that is the best in information theoretical sense for the generalization of the model. In this way, 

we reduce the number of demonstrations required to learn a good model, which, in turn, reduces 

the physical effort required by the worker to do demonstrations. The approach is aimed at 

reducing the cognitive load on the workers as the robot will provide them with locations in the 

state space in which they should provide demonstrations. 

Sometimes, the robot cannot successfully complete the task even though it was properly learned.  

There can be various reasons for this, like deviations in the geometry of the workpieces, 

deviations in the grip of the workpieces, and a variety of unsystematic environment deviations. In 

such a case, the robot should modify its policy to successfully complete the task in changed 

environmental conditions. This problem cannot be solved with standard learning and adaptation 

methods, so it is necessary to develop new techniques that can adapt immediately to the changed 

context conditioned by the environment. 

Some of the methodologies for achieving these goals are already well known in robotics. Because 

it is challenging to model the industrial environment, we use approaches that do not require 

accurate environmental models, such as reinforcement learning, iterative learning controllers, 

and a combination of these approaches.  One of the main problems in autonomous learning is the 

large number of parameters that define the motion of a robot. As a result, the search space of 

learning algorithms is huge, and consequently, learning converges slowly. However, the speed of 

learning can be drastically increased if we consider previous experience. Our research focuses on 

methods where the learning rate is comparable to human learning.  Another promising approach 

is intelligent exploration using ergodic control. It generates movements within a spatial 

distribution by spending time in each part of the distribution in proportion to its density, resulting 

in a natural exploration behavior. The regions to be explored are provided in the form of a 

probability distribution. 

 



D4.8 – Assembly Policy Learning and Improvement (final)    
Version: 1.0 

CoLLaboratE  10 

 

2 METHODS 

2.1 LEARNING ASSEMBLY BY DISASSEMBLY 
 

Assembly is one of the most common yet demanding applications in contemporary robotics. For 

applications in flexible, small-scale production characterized by a wide variety of different 

assembly tasks, it is essential to shorten the programming time and reduce the operators' 

required skill level. Ideally, a robot would be able to program itself autonomously. Unfortunately, 

today's state of the art does not yet allow this, as it would require detailed knowledge of assembly 

technology and a precise model of the environment and the robot. Learning can be simplified by 

reversing the process.  We disassemble the already assembled part and build models that enable 

the reverse operation, i.e., assembly. 

In an assembled product, the set of possible motions is constrained, and typically, only a single 

motion or operation is possible. During the disassembly, the product passes consecutively from 

state to state, and the set of possible motions becomes less and less constrained until completely 

disassembled, where the environment no more constrains individual parts. In an assembly task, 

the situation is the opposite; the movement of individual parts changes from entirely 

unconstrained to constrained. In other words, entropy is increasing during the disassembly and 

decreases during the assembly [1]. Given no previous knowledge about the nature of the task, 

learning of disassembly is, therefore, easier than learning of the assembly task.  

However, the disassembly process cannot be completely autonomous, as the robot does not know 

the right order of disassembly of individual parts, or it would be too complicated if the robot 

learned it by itself without specific prior knowledge. Therefore, this learning process takes place 

in collaboration with a human, where the human manually guides the robot to the individual part 

to be disassembled and then leaves the disassembly process to the robot. This idea follows 

cognitive-developmental studies, which show that human infants learn object manipulation in the 

same sequence: they will learn to insert a block into a container after a preceding period of merely 

taking the block out of the container [2].  An additional advantage of the proposed procedure is 

that the robot learns about the environment parameters (boundaries, stiffness) while learning to 

disassemble, which are used in the generation of robust assembly policies. 

Most assembly tasks are directly or indirectly reversible [3], except for tasks including operations 

involving structural deformations (e.g., riveting) or activation of external equipment (e.g., for 

gluing). For autonomous learning of disassembly policy, irreversible operations can be omitted 

and manually added to the assembly policy. On the other hand, operations such as putting/placing 

or screwing are reversible [3]. Tasks including only reversible operations include generic peg-in-

hole tasks, or more applied tasks such as electric motor assembly [4] and bayonet bulb insertion 

[5]. 

2.1.1 Disassembly Learning 

 

We begin our framework with a suitable representation of the disassembly in the form of a 

directed graph, such as the one in Figure 1.  The graph nodes represent various key stages of the 

disassembly process, and edges represent constrained motions. The goal of disassembly is to find 

a direct path from the start to the target node [6]. 
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Figure 1: Disassembly process illustrated as a directed graph. Edges represent motions between several key stages of the 
disassembly represented with nodes. The start node (colored yellow) can be anywhere in the graph and denotes the 
beginning of disassembly. Decision nodes (colored orange) are characterized by multiple attached edges, meaning that a 
decision should be taken on how disassembly should continue. Pendant nodes (colored white) represent stages of 
disassembly where the motion cannot continue without returning back. The target node represents a fully disassembled 
stage. 

To learn the disassembly policy, we apply hierarchical RL [7] (see Figure 2). In this setup, a 

classical SARSA RL algorithm [8] learns optimal transitions between the states, while actual 

motion is governed by an intelligent controller, which moves following the natural constraints of 

the environment. 

 

 

Figure 2: Block scheme of hierarchical learning 

2.1.2 Lower Level - Controller based policy search 

 

The lower lever hierarchical learning aims to generate a motion along the environment 

boundaries and search for possible states of the graph representation of the disassembly process.  

In general, we do not know in advance where are the natural constraints of the system. To find a 

feasible motion direction, we apply a random force in a random direction. If this force results in a 

movement, we use compliant control to continue the motion in the direction initiated by the 

random force [9]. The controller acts in tool coordinates, and the control parameters make the 

robot compliant in all directions orthogonal to the direction of the motion. These directions can 

be estimated by applying Frenet-Serret  (FS) frames  [10] to the resulting motion trajectory. We 
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define a rotation matrix 𝐑𝑝, where the coordinate frame with 𝑥 coordinate specified in the desired 

direction of motion, and the other two coordinates orthogonal to it, as illustrated in Figure 3.  

 

Figure 3: Path rotation matrix R 

This matrix can be obtained by forming the Frenet-Serret frame at each sampling time 𝑡. The 

Frenet-Serret frame consists of three orthogonal directions defined by the path’s tangent 

(direction of motion), normal, and binormal. We obtain the following expression for 𝐑𝑝  

 𝐑𝑝 = 𝐭𝑝 𝐧𝑝 𝐛𝑝, (2-1) 

 𝐭𝑝 =
�̇�

∥ �̇� ∥
, 𝐛𝑝 =

�̇� × �̈�

∥ �̇� × �̈� ∥
  , 𝐧𝑝 = 𝐛𝑝 × 𝐭𝑝, (2-1) 

where 𝐩 ∈ ℝ3  is the measured robot end-effector position. The original equation requires 

accelerations, which might be very low and therefore very noisy during operations like assembly 

and disassembly. On the other hand, it is not important for our purpose how the normal and bi-

normal axis is chosen since the robot is equally compliant in both directions. Therefore, we choose 

the bi-normal vector 𝐛 as the arbitrary vector that satisfies the equation 𝐭𝑝 ⋅ 𝐛𝑝 = 0. Using this 

simplification, the only parameter needed is the velocity �̇� . For robust estimation of velocity 

vector �̇� we applied spatial filtering, as proposed in [11], which smooths the noisy estimates using 

a first order filter and assures, that the filtering does not affect the normalization. A discrete-time 

implementation of the spatial filter is  

 �̇�(𝑘) = �̇�(𝑘 − 1) + 𝜆(𝐈 − �̇�(𝑘 − 1)�̇�𝑇(𝑘 − 1))(𝐩(𝑘) − 𝐩(𝑘 − 1)), (2-3) 

where 𝜆  is the filter bandwidth, 𝑰 ∈ ℝ3x3  is the identity matrix, and 𝑘  denotes the 𝑘 -th time 

sample. The above equations are used to set the rotation frame attached to the positional 

trajectory. The corresponding frame 𝐑𝑜 is also needed for the orientation part of the trajectory. 

For the specification of the robot orientation, unit quaternions are used, as they provide 

convenient singularity-free mathematical notation. We denote them as 𝐪 = {𝜂, 𝛜} ∈ 𝕊3, where 𝜂 

and 𝛜  are the corresponding scalar and vector parts of the quaternion, respectively. Angular 

velocities can be calculated from two subsequent quaternions as  

 𝛚(𝑘) = 2log(𝐪(𝑘) ∗ �̅�(𝑘 − 1))/dT, (2-2) 

 where ∗ denotes the quaternion multiplication and the quaternion logarithm is calculated as  
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 log(𝐪) = log(𝜂, 𝛜) = {
arccos(𝜂)

𝛜

∥ 𝛜 ∥
, 𝜂 ≠ 0

[0,0,0]T,            otherwise
, (2-3) 

Similar to the positional part of the trajectory, the smoothed angular velocity 𝛚𝑠 can be calculated 

as  

 𝛚𝑠(𝑘) = 𝛚𝑠(𝑘 − 1) + 𝑑𝑇𝜆(𝐈 − 𝛚𝑠(𝑘 − 1)𝛚𝑠
𝑇(𝑘 − 1))𝛚(𝑘), (2-4) 

and the corresponding 𝐑𝑜 = [𝐭𝑜 𝐧𝑜 𝐛𝑜] with  

 𝐭𝑜 =
𝛚𝑠

∥ 𝛚𝑠 ∥
,   𝐛𝑜 ⋅ 𝐭𝑜 = 0,   𝐧𝑜 = 𝐛𝑜 × 𝐭𝑜, (2-5) 

where 𝑑𝑇 in (8) denotes the sampling frequency. 

In order to allow the robot to follow the operational space path and specify arbitrary compliance 

along this path, we have to choose a proper control law. For this purpose, we utilized a passivity-

based variant of impedance control for manipulators with flexible joints [12] and provided a 

modification, which enables to set the compliance along the operational space trajectory. The 

torque, which is passed to the robot motors, is calculated as  

 𝝆𝒄 = 𝐁𝐁Θ
−1𝐮 + (𝐈 − 𝐁𝐁Θ

−1)𝝆 (2-6) 

 𝐮 = 𝐉T(𝛉)(�̈�𝑐 + 𝒇𝐜) + �̅�(𝛉) + 𝐍(𝛉)�̇�0 (2-7) 

where 𝝆𝒄 ∈ ℝ𝑁 is the control torque input for the motors, 𝑁 is the number of robot joints, 𝛉 ∈ ℝ𝑁 

is the joint position measured at the motor side, 𝐉 ∈ ℝ6×N is the manipulator Jacobian, 𝐁 and 𝐁Θ ∈

ℝN×N denote the positive definite diagonal matrix of joint and desired joint inertia, respectively. 

The measured joint torques are 𝝆 and �̅�(𝛉) is the gravity vector estimated in such a way that it 

provides exact gravity compensation in the static case using the signals measured at the motor 

side [13]. 𝐍(𝛉) = (𝐈 − 𝐉(𝛉)𝐉+(𝛉)) ∈ ℝ𝑁×𝑁 is the null space projection operator, 𝐉+(𝛉) denotes the 

Moore-Penrose pseudo-inverse of the Jacobian and the �̇�0 ∈ ℝ𝑁 is the corresponding null-space 

velocity vector. 𝒇𝑐  is an additional force-torque vector in task coordinates. The motor torque 

controller (2-6) reduces the motor inertia and compensates for the robot's non-linear dynamics, 

while (2-7) provides the desired impedance, additional task force, and null space motion. The task 

command input �̈�𝑐 = [�̈�𝑐
T, �̇�𝑐

T]T is chosen as  

 �̈�𝑐 = −𝐑𝑝𝐃𝑝𝐑𝑝
T�̇� + 𝐑𝑝𝐊𝑝𝐑𝑝

T𝐞𝑝, (2-8) 

 �̇�𝑐 = −𝐑𝑜𝐃𝑜𝐑𝑜
T𝛚 + 𝐑𝑜𝐊𝑜𝐑𝑜

T𝐞𝑞 , (2-9) 

where position and orientation tracking errors are defined as 𝐞𝑝 = 𝐩𝑑 − 𝐩 and 𝐞𝑞 = 2log(�̅� ∗ 𝐪𝑑). 

The diagonal matrices 𝐊𝑝 and 𝐊𝑜 ∈ ℝ3×3, define the positional and rotational stiffness along and 

around 𝑥, 𝑦, 𝑧 axes, respectively. The damping matrices 𝐃𝑝 and 𝐃𝑜 ∈ ℝ3×3, are set as 𝐃 = 2√𝑩𝚯𝑲 

for obtaining a critically damped system. 

With this control applied, the robot is able to autonomously move along the environmental 

boundaries, given that we apply high positional gain in the direction of movement, which is 

actually 𝑥 axis and low gains in the orthogonal direction, which are 𝑦 and 𝑧 axes defined in the 

global coordinate system (see Figure 3). We denote this trajectory as the operational space 

trajectory. Whenever the initiated robot motion stops, we assume that this is due to the task 

constraints. Then, we try to find a new feasible motion by applying a random force again in a 

random direction. 

 However, this control law alone cannot discover new states. Whenever multiple possibilities for 

how to continue are identified, the controller should stop and wait for the decision of RL, to tell it 
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in which direction to procced. For this purpose, we applied short step force signals in the positive 

and negative directions of the normal and bi-normal, 𝒇𝑐,𝑛 = 𝐑𝑝𝑓0[0  1  0]𝑇 for the force in normal 

and 𝑓𝑐,𝑏 = 𝐑𝑝𝑓0[0  0  1]𝑇 for the force in bi-normal direction. 𝑓𝑜 is suitably chosen scalar, which 

changes sign in each test position along the operational trajectory (see Figure 4b). Test positions 

are positions where the algorithm tests for possible states and are equally spaced along the 

operational space trajectory. If the application of this test signals results in motion, i.e., if 𝑎𝑏𝑠(Δ𝐩 ⋅

𝐧)  or 𝑎𝑏𝑠(Δ𝐩 ⋅ 𝐛)  is above the predefined threshold, and if the motion along the tangential 

direction is also possible, the controller has found a new state. Δ𝐩 is the position displacement 

after applying each test signal. A state has edges, described with the inclination angles, which can 

be calculated from Δ𝐩. Note that the branch angle does not have to be exactly aligned with the 

normal or bi-normal, as the robot is compliant (see Figure 4c). In order to improve the robustness 

of this search procedure, we can further lower the 𝐊 gain during the intersection test also in the 

direction of the 𝑥 axis. The above-described search procedure illustrated in Figure 4, finds edges 

that correspond to the robot positions. As there are also edges that correspond to robot 

orientation, a similar search procedure has to be also performed for the rotations. 

 

Figure 4: Searching path and possible nodes in the corridor. a) shows Frenet-Serret frame attached to the robot in time 
sample k. b) shows search forces applied in the normal and binormal direction. c) shows an instance, when the controller 
discovers a new state. 

Following this strategy, the robot eventually learns how to perform the task in the form of a 

continuous parametrized policy.  

2.1.3 Upper Level – Reinforcement policy learning 

 

As already explained, the upper lever RL learning task is to find the optimal transitions between 

the states, represented as graph nodes. Initially, we don’t know the graph representation of the 

disassembly. The initial graph has only one node that corresponds to the robot pose at the 

beginning of the disassembly. Using the intelligent compliant controller, as presented in the 

previous section, the robot autonomously follows the environmental constraints in the only 

admissible direction until the movement is fully constrained. The path of this movement is stored 

as action and represented in the graph as an edge. When the motion is not fully constrained 

anymore, there are multiple options to continue disassembly. This means that the robot has either 

found a new state or came to an existing one. In the graph, this is represented as a decision node 

with multiple edges connected to it. If the movement cannot continue in the same direction 

(represented with a pendant node), the robot turns back. The disassembly is complete when the 

motion is unconstrained in all desired D.O.F. The disassembled state is represented as the target 

node in the graph. The states for reinforcement learning are specified with poses of the robot’s 

end-effector. A state 𝑠 is a tuple:  

 𝑠 = (𝐩, 𝐪), (2-10) 



D4.8 – Assembly Policy Learning and Improvement (final)    
Version: 1.0 

CoLLaboratE  15 

 

where 𝑠 is a state, 𝐩 ∈ 𝐑3 the position vector, and 𝐪 ∈ 𝕊3 the unit quaternion representation of 

orientation. Likewise, actions are given as trajectories from one state to another specified by 

linear and angular velocities. The trajectories are encoded with Cartesian Dynamical Motion 

Primitives (CDMPs)(2-36)-(2-40), which use quaternions to encode orientations [14]. A more 

detailed overview of the CDMP can be found in chapter 2.2.1 

During the learning, a positive reward is given when the robot has disassembled the product. The 

negative reward is assigned when the robot passed one of the penalty states. When the robot 

explores the state 𝑠𝑘 , the action-value function 𝒬(𝑠𝑘 , 𝑎𝑘)  is updated according to the SARSA 

algorithm  

 𝒬(𝑠𝑘 , 𝑎𝑘) ← 𝒬(𝑠𝑘 , 𝑎𝑘) + 𝛼(𝑟𝑘 + 𝛾𝑄(𝑠𝑘+1, 𝑎𝑘+1) − 𝒬(𝑠𝑘 , 𝑎𝑘)), (2-11) 

where 𝑠𝑘  is the label of the 𝑘-th state, 𝑎𝑘  is the label of the action taken in 𝑠𝑘 , 𝑟𝑘  is the reward 

obtained in the state 𝑠𝑘 , 0 < 𝛼 < 1 is the learning gain, and 0 < 𝛾 < 1 is the discount factor, which 

gives recent rewards higher importance. The optimal policy can be obtained by applying 𝜖-greedy 

strategy in the form  

 𝜋(𝑠) = {
𝑎𝑟𝑔 𝑚𝑎𝑥𝑎   𝑄(𝑠, 𝑎),         with probability  1 − 𝜖
random action,                 with probability  𝜖,

 

 

(2-12) 

where parameter 𝜖 is the ratio between exploration and exploitation [8]. Note that in general, 

there is a different set of actions for each state. The set of possible actions in state 𝑠𝑘 is given by 

an action list 𝒜𝑘. Initially, actions are specified only by the initial velocity, which determines the 

direction in which to continue. The entire trajectory becomes completely known only after the 

robot continues in that direction and eventually arrives in another state. This can be viewed as 

adding an edge to the graph. The upper level thus learns the policy, which action should be taken 

in each state, but not the trajectory itself. 

There are two major advantages of the proposed policy: First, states are assigned dynamically. We 

do not have redundant states with our approach resulting from the discretization of the robot 

configuration space and the environment. A reduced number of states results in faster learning 

convergence. Next, the resulting control policy is time-continuous.  

The entire proposed learning procedure is summarized in Algorithm 1. Lines highlighted in yellow 

correspond to the higher and lines in blue to the lower level. 
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2.1.4 Use case – maze learning 

 

We verified the proposed architecture on the example of maze learning. In the simulation, we 

created a 6 × 9 maze with corridors that restrict the robot movement, as shown in the upper part 

of Figure 5. We applied both classical SARSA learning and the proposed hierarchical RL algorithm 

for exiting the maze. The lower part of Fig. 2 shows statistics (average number of steps needed to 

reach the target in consequent episodes) of 100 runs of each setup. 

This simple example clearly shows the benefit of the proposed hierarchical learning, where the optimal 

policy is learned in very few roll-outs. Furthermore, by connecting the states, the duality between graph 

representation (see Table 1) of the key stages of the learned process and reinforcement learning is 

explicitly revealed. 
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Figure 5: The upper part shows two identical mazes with corridors (white cells). On the left side a classical RL based on 
SARSA is applied and on the right the proposed hierarchical RL algorithm. In both cases the simulated robot should learn 
a policy to arrive from the start (yellow) to the target state (green). For SARSA, all cells are taken as states (for better 
visibility only indices are given), whereas in the late case states are assigned only in key cells. States are assigned 
dynamically and indices might vary from run to run. The bottom part shows learning statistics using SARSA (left) and 
hierarchical RL (right). 

Table 1: Duality between the graph representation and HRL 

Graph Upper level RL Lower level controller 

Start node Start state Searching for admissible directions 

Edge Action Moving along natural constraints 

Decision node State Searching for admissible directions 

Pendant node State with penalty Robot turns back 

Target node Target state Robot stops 

 

The same results were also obtained with 7 D.O.F Franka Emika Panda robot. The control 

algorithm was implemented as a ROS control plug-in in C++ using libfranka 
(https://frankaemika.github.io/), while the learning algorithm was implemented in MATLAB as a 

ROS node. The same algorithm was used to learn two tasks: 1) maze learning and 2) dismounting 

of the car bulb from the casing.   

Maze learning was selected as it has many similarities with the disassembly process. In both cases, 

the robot has to find an optimal policy from the start state, which corresponds to starting position 

in the maze and the fully assembled product, to the target state, which corresponds to exiting the 

maze and to the disassembled product. As in disassembly, the robot only has to decide how to 

continue when multiple actions are possible. The maze used in our experiments has the same 

topology as the one used in simulation (see Figure 5). We manually guided the robot to the 

arbitrary place within the corridors of the maze and the robot had to find the optimal way out. 
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The only information passed to the robot was that this was a planar case. This limited the search 

to global 𝑥 and 𝑦 axes only. The robot autonomously detected the target as a state, where the 

motion was not constrained by the environment boundaries anymore. The number of states found 

during the exploration varied from 4 to 7. In average, the robot has learned the optimal path in 4 

roll-outs. As the maze topology was identical to the one shown in Figure 5, the learning statistics 

coincides with the second graph shown in this figure. 

 

Figure 6: Robot searching in the maze 

2.1.1 Use case – license car plate light disassembly and assembly 

 

The next experiment was learning how to assemble a car plate light. First, we learned the 

disassembly policy. The robot was manually guided to the position where the gripper could grasp 

the light cover. The only information given to the learning algorithm was that it has to search in 

two d.o.f: 𝑧 coordinate and rotation around 𝑧. This part is not particularly interesting, as it has one 

state only, an initial and disassembled state. After cover disassembly, we manually guided the 

robot to the position where it can grasp the bulb.  

To remove the bulb from the casing, the robot has to press down, rotate the bulb, and put it in the 

vertical direction. From the labeled states, as found by the robot, it is evident that this problem 

can be described with a graph containing four states, as illustrated in Figure 7-center. During the 

disassembly, the robot starts in state 1, and the only decision it has to make is in state 2 to arrive 

either in the pendant state 3 or the final state 4, when the bulb is separated from the casing. State 

2 is discovered automatically as the robot cannot continue in the direction of the prior motion. In 

assembly, however, the robot would first have to learn the proper position and orientation of state 

3 and then search for state 2. For these reasons, reversing the process, i.e., the disassembly, is 

easier to learn than the assembly of the same part. 
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After learning the disassembly policy, we generated the corresponding assembly policy as 

described and applied ILC based trajectory refinement, which additionally diminished the forces 

and torques during the disassembly. We obtained 85% disassembly and assembly success rate in 

20 experiments. The failures can be attributed to the insufficient grasping of glass surfaces during 

assembly and disassembly with the robot. 

The developed framework will also be tested on T6.3: Challenge 1: Performing Car Starter Assembly, 

where the aim is autonomous learning of insertion of the commutator ring into the metal model for 

further processing of the car starter.  

 

 

Figure 7: Experimental setup for leaning of the license plate light assembly. Left: disassembly of the light cover. Right: 
dismounting of the bulb. Center: bayonet bulb insertion in the casing with labeled states. 

 

2.1.2 Generation of position and orientation invariant policy 

 

When assembling, however, we only reversed the learned policy. Ideally, the policy we learned 

during the disassembly can simply be reversed to get the corresponding assembly policy. The 

policy can be reversed using the following formulas 

 

 𝐩a(t) = 𝐩d(T − t), (2-13) 

 𝒒a(t) = 𝒒d(T − t), (2-14) 

 𝑓𝑎,𝑡(t) = −𝑓d,t(T − t), (2-15) 

 𝑚a,t(t) = −𝑚d,t(T − t), (2-16) 

 𝑓𝑎,𝑛(t) = 𝑓d,n(T − t), (2-17) 

 𝑚a,n(t) = 𝑚d,n(T − t), (2-18) 

 𝑓𝑎,𝑏(t) = 𝑓d,b(T − t), (2-19) 

 𝑚a,b(t) = 𝑚d,b(T − t). (2-20) 

In the above equation, the subscript ()𝑎 denotes the assembly policy, while ()𝑑  the corresponding 

disassembly policy. The subscripts ()𝑡,𝑛,𝑏 denote the tangential, normal, and binormal component 
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of the related FS frame and 𝒇𝑑 and 𝒎𝑑  are forces and torques captured during the disassembly 

and expressed in FS frame. 𝑇 is the policy duration. 

In practice, however, there are at least two problems that need to be addressed appropriately. 

One is reversed centre of compliance. Simply put, if you drag an object during disassembly, you 

push it during assembly. The best-known practice to resolve this issue is the Remote Center 

Compliance (RCC) [15].  RCC essentially computes positional and rotational displacement related 

to forces and torques. Forces along axial frame axes cause translational displacements of the 

compliance along these axes, and moments about polar axes of the frame give rise to angular 

velocities about these axes. A more detailed description RCC framework optimized for different 

cases can be found in [16],  [17]. 

The second issue is policy robustness to the positional and rotational displacements. Reversing 

the policy assumes that the object is precisely at the same position and orientation as during the 

learning of disassembly, which is not always the case. As generally known, tiny deviations in the 

position and orientation of the workpiece can cause excessive forces and torques, which can lead 

to damage to the workpieces, tools, and the robot. Therefore, we developed a framework for the 

robust execution of rotation and position invariant assembly policies to avoid lengthy and 

demanding calibration procedures.  

Different formulations have been developed for an invariant task description [18], [19], [20]. They 

are mainly used to recognize and understand human intentions and actions in collaborative 

robotics. Some approaches aim to directly transform the video stream to the affine transformation 

invariant format [21].  Others apply invariant geometrical properties derived from the definition 

of curvature and torsion [19], [22]. However, many differential geometrical approaches suffer 

from limitations, that they can only be applied to the non-degenerate trajectories. Roughly 

speaking, these are trajectories where the curvature is everywhere different from zero. Most 

assembly trajectories used in robotics are thus degenerate. An alternative solution is to compute 

FS frames at each point of the trajectory and form different invariant descriptors based on a 

sequence of FS frames [23]. Our research adopted this FS frames formulation and proposes a more 

robust algorithm for calculating motion invariances. Another advantage of the proposed 

formulation is a robust and incremental generation of the control policy from the invariant policy 

description. 

During the disassembly, we sample the learned policy composed of poses and orientation 

quaternions [
𝒑(𝑡)
𝒒(𝑡)

] and forces and torques [
𝒇(𝑡)
𝒎(𝑡)

]. All policy components are encoded as phase-

dependent DMPs (or RBFs alternatively). This property directly computes components values and 

their derivatives (up to the second derivative) at an arbitrary phase 𝑠. From these entities, we can 

compute FS frames as described in Section 2.1.2 and Eqns. (2-1)-(2-5). Note that we have to 

calculate unique FS frame for 𝒑(𝑠), 𝒒(𝑠), 𝒇(𝑠) and 𝒎(𝑠). Thus, we have four FS frames in each 

policy phase 𝑠.  For sake of simplicity, we will describe how to build invariances for  𝒑(𝑠) and 

𝒒(𝑠) only. The derivation for other entities is straightforward. 

 

Unlike as for performing disassembly, where only the tangential axis of the FS matters and we 

could use an arbitrary bi-normal vector (see Chapter 2.1.2), The calculation of FS frame is subject 

to different limitations. FS frame in its original formulation, however, cannot be uniquely 

determined at zero curvature. Moreover, the calculation of FS frame becomes numerically 

unstable at low speed and low accelerations. In such a case, we suspend the calculation of FS frame 
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and consider the last consistent FS frame until the trajectory becomes non-degenerate again. More 

sophisticated approaches apply Kalman filtering, e.g.  [24]. 

Based on subsequent FS frames, we can define three motion invariants. The first invariant 𝑚 

describes the velocity of an object moving along a path in the 𝑥 direction of the FS frame. It is 

defined as 

 mp(sk) = ‖𝐩(sk+1) −  𝐩(sk)‖, (2-21) 

where 𝒑(𝑠) is the origin of the Frenet Seret frame at phase 𝑠.  This invariance is the Euclidian 
distance between subsequent FS frames. The next two invariances define the rotation of the 
successive FS frames. According to the Denavit-Hartemberg notation, two subsequent FS frames 
can be aligned considering rotations about tangential 𝑥 and normal 𝑦 axis only. Thus, the second 
invariance is chosen as the signed angle between the tangential axes of two subsequent FS frames 

 θp(sk) = sign ((𝒕𝑝(sk+1) × 𝐭p(sk)) ⋅ 𝐧p(sk)) acos (𝒕𝑝(sk+1) ⋅ 𝐭p(sk)). (2-22) 

The second part of the above equation uses a well-known geometric definition of the scalar 

product, and the first part calculates the sign of the angle. Similarly, the third invariance uses a 

signed angle between 𝑦 axes of the two subsequent FS frames. 

 ϕp(sk) = sign ((𝒏𝑝(sk+1) × 𝐧p(sk)) ⋅ 𝐭𝐩(sk)) acos (𝒏𝑝(sk+1) ⋅ 𝐧p(sk)). (2-23) 

 

Figure 8: Frenet Serret frames R(s) for positional path. Tangential, normal, and binormal axes are denoted as x, y, and z, 
respectively. 

Rotational invariances are calculated in the same way except that we apply rotational FS frame 

([𝒕𝑜 𝒏𝑜 𝒃𝑜] and Eq. (2-43) turns into 

 m𝑜(sk) = ‖δ𝛚(sk)‖, (2-24) 

where we can calculate normalized angular velocities using the following formula  

 δ𝛚(sk) = 2 log(𝐪(sk) ∗ �̅�(sk−1)). (2-25) 

 

2.1.3 Reconstruction of robot policy from positional and orientational invariants 

 

Invariant representation is very suitable for motion recognition, as we can directly compare 

invariants of two translated and rotated trajectories. If only the spatial part of the trajectory is 

important, then we can omit 𝑚𝑝, 𝑚𝑜 and only trajectories composed of angles Θ𝑝, Θ𝑜, Φ𝑝, and Φ𝑜 
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are compared. However, invariant policy description can also be used to control a robot. The 

advantage of such a description is that the policy is the same no matter how the trajectory has to 

be translated and rotated in space. This is because the rotation and translation are determined 

only by the initial robot pose. 

According to the definition of positional and rotational invariances, we can express a 

homogeneous transformation between two adjacent FS frames as 

 Δ𝐇𝑝(sk) = [𝑹𝑦 (Θ𝑝(𝑠𝑘)) 𝑹𝑥(Φ𝑝(𝑠𝑘)) 𝑚𝑝(𝑠𝑘)

𝟎 1
] (2-26) 

 

   

 Δ𝑯𝑜(sk) = [
𝑹𝑦(Θ𝑜(𝑠𝑘))𝑹𝑥(Φ𝑜(𝑠𝑘)) 𝑚𝑜(𝑠𝑘)

𝟎 0
], (2-27) 

 

where  𝑹𝑦(𝜑) = [
cos (𝜑) 0  sin (𝜑)

0 1 0
−𝑠𝑖𝑛 (𝜑) 0 cos (𝜑)

]   and  𝑹𝑥(𝜑) = [

1 0 0
0 cos (𝜑) −sin (𝜑)
0 𝑠𝑖𝑛 (𝜑) cos (𝜑)

]  are the 

corresponding rotation matrices around 𝑦  and 𝑥  axes, respectively. The homogenous 

transformation, which describes the robot policy in the base coordinate system, can be obtained 

recursively as 

 𝐇𝑝(sk) = 𝐇p(0) Δ𝐇𝑝(𝑠1) … .  Δ𝐇𝑝(𝑠𝑘) =   𝐇𝑝(𝑠𝑘−1) Δ𝐇𝑝(𝑠𝑘), (2-28) 

 𝐇𝑜(sk) = 𝐇𝑜(0) Δ𝐇𝑜(𝑠1) … .  Δ𝐇𝑜(𝑠𝑘) =   𝐇𝑜(𝑠𝑘−1) Δ𝐇𝑜(𝑠𝑘), (2-29) 

 

where 𝐇p(0) and 𝐇o(0) are the FS frames corresponding to the robot initial configuration. The 

homogenous transformations 𝐇𝑝(sk) characterizes robot position, while 𝐇𝑜(sk) angular velocity. 

It is essential to set the initial values for 𝐇p(0) and 𝐇o(0) as 𝐇p(0)[1:3,4] = 𝒑(𝑠0), 𝐇o(0)[1:3,4] =

𝝎(𝑠0), 𝐇p(0)[1:3,1:3] = 𝑹𝒑(𝑠0), 𝐇o(0)[1:3,1:3] = 𝑹𝒐(𝑠0).  Note that 𝑹𝒑(𝑠0) and 𝑹𝒐(𝑠0) are FS frames 

at the initial phase. The desired robot positions and orientations that are sent to the robot 

controller are calculated as  

 𝒑(sk) =  𝐇𝑝(𝑠𝑘)[1:3,4], (2-30) 

 𝛿𝝎(sk) =  𝐇𝑜(𝑠𝑘)[1:3,4], (2-31) 

 𝒒(sk) = exp (
𝛿𝝎(sk)

2
) ∗ 𝒒(𝑠𝑘−1). (2-32) 

The drawback of this approach is that it integrates eventual noise, which can result in policy drift. 

When acting in a constrained environment, we can apply a modified policy  

 𝐇𝑝(sk) = �̂�𝑝(𝑠𝑘−1) Δ𝐇𝑝(𝑠𝑘), (2-33) 

 𝒒(sk) = exp (
𝛿𝝎(sk)

2
) ∗ �̂�(𝑠𝑘−1). (2-34) 

In matrix �̂�𝑝(𝑠𝑘−1) we replace the predicted position with the measured one. Similarly, �̂�(𝑠𝑘−1) 

denotes the measured orientation in the previous phase 
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2.1.4 Use case – insertion of car bulb into the casing 

 

We tested the above-presented framework on dismounting and mounting of the automotive bulb 

into the casing.  The car bulb and the container () were 3D printed in a tight fit. First, we learned 

the disassembly policy. The robot was manually guided to the position where the gripper could 

grasp the bulb. The only information given to the learning algorithm was that it has to search in 

two d.o.f: 𝑧 coordinate and rotation around 𝑧. 

From the projection of the casing gap to the plane, it becomes evident that this problem can be 

described with three states only, as illustrated in  left. During the disassembly, the robot starts in 

state 1, and the only decision it has to make is in state 2 to arrive in the final state 3 when the bulb 

is separated from the casing. State 2 is discovered automatically as the robot cannot continue in 

the direction of motion. In assembly, however, the robot would first have to learn the proper 
position and orientation of state 3 and then search for state 2. For these reasons,  disassembly is 

easier to learn than the assembly of the same part.  

After learning the disassembly policy, we mounted the casing onto an inclined plane, as shown in 

, right. The orientation offset was not known. Consequently, the execution of the corresponding 

assembly policy as described with Eqs. (2-13) - (2-20) failed. Therefore, we expressed the policy 

using invariant descriptors as described in Chapter 2.1.2 and performed a heuristic procedure, 

 

Figure 9: Left: Franka Emika Panda robot during learning of bulb disassembly. The case was mounted directly on a 
horizontal table. Right: Robot during the assembly. Note black that the bulb case was fixed on the black plate, which 
inclined the case for approx. 10 deg. 
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where the robot was autonomously searching for the pose to initiate bulb insertion. Next, we had 

to segment the initial search and insertion policy. For this purpose, we used Dynamic Time 

Warping (DTW), where we compared the invariant records of current motion and the learned 

insertion policy. Trajectory invariances are shown in Figure 10. 

Note that orientation can also be specified in the tool coordinates. In this case, they remain 

unchanged during the positional and rotational displacement of the bulb casing, which simplifies 

the derivation of invariant policy. 

 

Figure 10 Rotation and position invariant policy for car bulb insertion. X axis shows the policy phase. 

2.2 AUTONOMOUS POLICY IMPROVEMENT BY NON-UNIFORM SPEED SCALING  

 

After learning a robot task, either by demonstration or using autonomous exploration, refinement 

is often needed. The goals of refinement can be various, from the reduction of contact forces, 

where we adjust the spatial part of the trajectory, to the non-uniform velocity scaling, where we 

adjust the temporal part of the trajectory. Adjusting the spatial part of the trajectory was applied 

in our previous studies [25], aiming to diminish the contact forces in assembly operations. It can 
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be implemented using various RL schemes [26] as well as using ILC [25]. ILC was also successfully 

applied in optimizing the task velocity profile during the assembly [27] [28]. As part of the T4.4 of 

the Collaborate project, we explored how we can optimize the task of visual inspection with a 

robot [29]. 

Learning the required movement of the robot for the quality inspection task can be done by off-

line or on-line programming. However, none of the methods provides us with the optimal velocity 

profile of the camera, so it needs to be learned or manually calculated. Calculating this velocity for 

the objects where the robot has to change its orientation is far from trivial. Here, we consider RL 

to optimize the speed of robot parametrized motion for visual quality inspection to achieve the 

fastest robot motion that does not introduce a distortion to the image. There are many focus 

measures proposed in the literature to estimate the sharpness of the acquired images. They are 

based either on computing the first or second orders image derivatives, image histograms, 

correlation, and data compression [30]. The methods that employ derivatives use different 

operators to compute them, such as Sobel operators (horizontal, vertical, combined), Scharr 

operators, Laplacian, etc. In our experiments, we estimated image distortion using the formula for 

the squared horizontal gradient 

 𝜙𝑥 =  ∑ ∑(𝐼(𝑥, 𝑦 + 1) − 𝐼(𝑥, 𝑦)2,

𝑁−1

𝑦=0

𝑀−2

𝑥=0

 (2-35) 

where M and N are height and width of the image and matrix 𝐼(𝑥, 𝑦) denotes the intensity of the 

image pixels. Similarly, the corresponding formula for vertical gradients is obtained by swapping 

𝑥 and 𝑦. 

The initial inspection policy was parametrized using CDMPs. 

 

2.2.1 Cartesian Space Dynamic Motion Primitives 

 

First, we briefly review the foundations of CDMP for discrete tasks. Within this framework, a 

frame {𝐩 ∈ ℝ3, 𝐪 ∈ 𝕊3},  consisting of a position vector and orientation unity quaternion, is 

generated by integrating the nonlinear dynamic system, described with the following equations  

 𝜏�̇� = 𝜈(𝑠)(𝛼𝑧(𝛽𝑧(𝐠𝑝 − 𝐩) − 𝐳) + 𝐟𝑝(𝑠)), (2-36) 

 𝜏�̇� = 𝜈(𝑠)𝐳, (2-37) 

 𝜏�̇� = 𝜈(𝑠)(𝛼𝑧(𝛽𝑧2log(𝐠𝑜 ∗ 𝐪) − 𝛈) + 𝐟𝑜(𝑠)), (2-38) 

 𝜏�̇� =
1

2
 𝜈(𝑠) 𝛈 ∗ 𝐪, (2-39) 

 𝜏�̇� = −𝜈(𝑠)𝛼𝑠𝑠. (2-40) 

where 𝑠 is the phase variable, 𝐳, 𝛈 ∈ ℝ3 are auxiliary variables, 𝜏 is the duration of the trajectory, 

𝜈(𝑠) is a nonlinear temporal scaling factor. Constant scalars 𝛼𝑧, 𝛽𝑧, 𝛼𝑠 > 0 are chosen such that 

the underlying second-order linear dynamic system is critically damped [31]. Operator ∗ denotes 

quaternion multiplication and 𝐪 conjugate of quaternion 𝐪. An alternative formulation for Eq. 

(2-38) has been proposed recently to better account for nonlinearities in orientation space [32]. 

The quaternion logarithm log: 𝐒3 ↦ ℝ3 is defined as  
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 log(𝐪) = log(𝑣, 𝐮) = {
arccos(𝑣)

𝐮

∥ 𝐮 ∥
, 𝐮 ≠ 0

[0,0,0]T, otherwise
. (2-41) 

𝐒3  denotes the unit sphere in ℝ4 . Quaternion logarithm maps the quaternion 𝐪 to the angular 

velocity 𝛚 that rotates the identity orientation to the current orientation defined with 𝐪 within 

unit time. Its inverse transformation is quaternion exponent (exp: ℝ3   ↦ 𝐒3, ∀𝛚 ∈ ℝ3 , ∥ 𝛚 ∥<

2𝜋), defined as  

 exp(𝛚) = {
cos(∥ 𝛚 ∥) + sin(∥ 𝛚 ∥)

𝛚

∥ 𝛚 ∥
, 𝛚 ≠ 0

1 + [0,0,0]T, otherwise
. (2-42) 

The nonlinear forcing terms 𝐟𝑝(𝑠) and 𝐟𝑜(𝑠) in (2-36), (2-38) shape the response of the second-

order differential equation system for any smooth point-to-point trajectory from the initial 

position 𝐩0 and orientation 𝐪0 to the final position 𝐠𝑝 ∈ ℝ3 and orientation 𝐠𝑜 ∈ ℝ4. A suitable 

choice for discrete system is to represent them as a sum of 𝑁 Gaussian radial basis functions Ψ 

(RBFs)  

 𝐟𝑝(𝑠) = (𝐱(𝑠)𝐖𝑝)T, (2-43) 

 𝐟𝑜(𝑠) = (𝐱(𝑠)𝐖𝑜)T, (2-44) 

 𝐱(𝑠) =
[Ψ1(𝑠), … , Ψ𝑁(𝑠)]

∑𝑁
𝑗=1 Ψ𝑗(𝑠)

𝑠, (2-45) 

 Ψ𝑗(𝑠) = exp (−ℎ𝑗(𝑠 − 𝑐𝑗)
2

) , 𝑗 = 1, … , 𝑁. (2-46) 

 

The matrices 𝐖𝑝, 𝐖𝑜 ∈ ℝ𝑁×3, 𝐖 = 𝐖𝑝, 𝐖𝑜  contain free parameters with column vectors 𝐰𝑝,𝑖 , 

𝐰𝑜,𝑖 ∈ ℝ𝑁  that determine the shape of the positional and orientational parts of the trajectory, 

respectively. Index 𝑖 denotes the 𝑖-th coordinate axis of the Cartesian position. Centers 𝑐𝑗 of RBFs 

with widths ℎ𝑗 are evenly distributed along the trajectory. 

The temporal scaling function 𝜈(𝑠) determines variations from the demonstrated speed profile 

and allows to specify non-uniform speed changes along the demonstrated trajectory. Similarly to 

the forcing terms (2-43) and (2-44), it is encoded as a linear combination of RBFs  

 𝜈(𝑠) = 1 + 𝐱(𝑠)𝐰𝜈 , (2-47) 

where 𝐰𝜈 ∈ ℝ𝑁 is column vector with the corresponding weights. For 𝜈 we initially set 𝐰𝜈 = 0 so 

that 𝜈(𝑠) = 1  ∀𝑠, meaning that the speed profile remains as demonstrated. 

2.2.2 Optimization of the velocity profile using RL 

 

Our goal was to get a set of weights 𝐰𝜈  , which optimizes the velocity profile defined with 𝜈(𝑠) . The 

applied terminal reward function 𝑅 given by the following set of equations 

 𝑅 =  
∑ (𝑟𝑥,𝑡 + 𝑟𝑦,𝑡)𝑇

𝑡=1

4𝑇
, (2-48) 

 𝑟(.),𝑡 =  
1

𝜙𝑚𝑒𝑎𝑛,(.),𝑡+𝜙𝑠𝑡𝑑,(.),𝑡−𝜙(.),𝑡
, 

(2-49) 
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 𝜙𝑚𝑒𝑎𝑛,(.),𝑡  =  
(𝜙𝑑𝑒𝑚𝑜,(.),𝑡− 𝜙(.),𝑡 )

2
, (2-50) 

 𝜙𝑠𝑡𝑑,(.),𝑡  = (𝜙𝑑𝑒𝑚𝑜,(.),𝑡− 𝜙𝑚𝑒𝑎𝑛,(.),𝑡 )
2
, (2-51) 

where 𝑡 = (1. . 𝑇) denotes the sample index. Weights were optimized with simplified version of the 

reward weighted PoWER RL algorithm [33] 

 𝒘𝜈,𝑛+1 = 𝒘𝜈,𝑛 +
∑ (𝒘𝜈,𝑖 − 𝒘𝜈,𝑛)𝑚

𝑖=1 𝑅𝑖

∑ 𝑅𝑖
𝑚
𝑖=1

 . (2-52) 

Index 𝑖 is the sample index of the importance sampler of length 𝑚. Importance sampler contains pairs 

〈𝒘𝜈,𝑖 , 𝑅𝑖〉, 𝑖 = 1. . 𝑚, sorted by higest rewerd in descending order [8]. Parameters 𝒘𝜈,𝑖 were perturbed 

with sthohastic exploration policy according to 

 𝒘𝜈,𝑖 =  𝒘𝜈,𝑛 + 𝜺𝑖 (2-53) 

 𝜺𝑖~𝒩(0, 𝜎2) (2-54) 

where 𝜎 is the search noise standard deviation and is the only tuning parameter of the PoWER RL 

algorithm. 

2.2.3 Application to the quality control inspection 

 

The developed policy improvement algorithm was tested on quality inspection of the object shown in 

the Figure 11. 

 

Figure 11: Quality control with a visual inspection 

Our experimental setup consisted of the UR-10 robot equipped with an industrial grade GigE 

camera - Basler acA1300-60gm with the resolution of 1282x1226 and a maximum frame rate of 

60fps at full-frame (we used 30fps). As constant lighting conditions are necessary for the focus 

measure to be repeatable, we used an additional dedicated LED panel. The robot was controlled 

using a modified version of the UR modern driver for ROS in soft real-time at 125Hz, which is the 

maximum control frequency for this robot. The initial trajectory was a minimum jerk trajectory 

so that the camera had all the time focus point on the inspected part of the object. This trajectory, 

parametrized using CDMPs and referred as demo trajectory, was optimized after each inspection 

using the described RL procedure. The generated initial movement caused image distortion above 

the permitted limit. After 100 iterations, the algorithm adjusted the velocity of the inspection 

trajectory so that the image distortion was below the limit. 
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Figure 12: Velocity refinement with RL 

The developed trajectory refinement procedure will be applied in the uses case T6.3: Challenge 1: 

Performing Car Starter Assembly.  

2.3 BAYESIAN GAUSSIAN MIXTURE MODEL 

2.3.1 Learning of Control Policies with Variational Inference and Product of Experts 

 

When learning a policy from demonstration, the robot exploits the previous experiences of the 

task to select appropriate control commands. Due to modeling errors, perturbations or different 

initial conditions, the execution of the learned control policies can quickly lead the robot far from 

the distribution of states visited during the learning phase.  

Uncertainty quantification measures could inform the robot about such divergence issues. If one 

wants to provide such measures without imposing more structures on the policy, a promising 
option is to rely on Bayesian models. Uncertainty quantification can be exploited in various ways, 

but such capability often comes at the expense of being computationally demanding. By taking 

this issue into account, we developed a computationally efficient and simple Bayesian model that 

can be used for policy imitation: Bayesian Gaussian Mixture Models (BGMMs). This policy 

imitation method offers relevant properties such as multimodality, efficient and robust 

computation of the policy parameters. It also allows refining the model with partial 

demonstrations. The results of this work have been published in [34] and are given in Appendix: 

Paper A. 

We also developed a product of experts (PoE) approach for fusing multiple sources of control 

policy information. The goal is to fuse the proposed policy imitation strategy with other policies, 

which can be more conservative policies or policies built from prior knowledge about the task. To 

do this, several alternatives are possible when we consider Gaussian distributions and mixtures 
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of Gaussian distributions. The product of two Gaussian densities results in another Gaussian 

density. Similarly, the product of two GMMs or one GMM and one Gaussian density results in 

another GMM model. These multiplications are computationally efficient and can provide robust 

controllers. The PoE approach can also be employed for the problem of representing a distribution 

of robot configurations satisfying multiple objectives. The proposed approach has been published 

in [35] and is given in Appendix: Paper B. 

2.3.2 Improvement of Control Policies using Active Learning 

 

We developed an active learning approach to improve the generalization capabilities of control 
policies. The proposed approach exploits the epistemic uncertainty representation of Bayesian 
Gaussian mixture models (BGMMs). With this approach, after an initial learning from 
demonstration phase, the robot can improve the learned policies by requesting a new 
demonstration that contains the most information determined by the active learning scheme.  

We considered the case of generalizing a task with static obstacles. A BGMM model for reaching is 

learned in the configuration space through kinesthetic teaching by recording the joint angles and 
velocities of the robot. This model is improved continuously as the robot requests new 
informative demonstrations from different initial configurations (instead of random and 
uninformative ones). IDIAP tested this active learning approach within a placing task in a 
cluttered environment shown in Figure 14. The main challenge of this task is to place the object 
upright in the desired location with a constrained environment without colliding. The robot can 
place the object from any open side of the box, as long as the object is inside by keeping it upright. 
Planning methods can be applied to find a joint configuration trajectory starting from a given 
initial configuration of the robot without colliding with the environment, given the size and 
positions of the obstacles. In contrast to planning methods, learning control policies using BGMM 
offers the advantage of sampling the next state much faster than standard planning methods. It 
also provides a formal way of improving the planned trajectory using active learning framework 
proposed in this deliverable. For the improvement of the learned policy, it is difficult for the 
teacher to choose good joint configurations. If we considered the end-effector locations, it is quite 
complicated for the teacher to cover all possible variations. And if we look at joint configurations 
that corresponds to those end locations, it is even more complicated. Our goal in this experiment 
is to show that our method provides “intuitive” and informative query points in the joint space of 
the robot. The initial and requested joint configurations of the robot are illustrated in Figure 14. 
It shows qualitatively that the requested demonstrations are far from the initial demonstrations, 
and by information theory, they are the most informative ones to acquire a model with better 
generalization capability. 

This way, the number of demonstrations required to learn a good model is reduced, which, in 
return, reduces the physical effort required by the worker to provide demonstrations. The 
approach is aimed at reducing the cognitive load on the operators, as the robot will provide them 
with locations in the state space in which they should provide demonstrations. The approach has 
been published in [36] and is given in Appendix: Paper C. 
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2.3.3 Improvement of Trajectory Policies using Active Learning 

 

For some robotic tasks, computing the uncertainties for an action, given the current state only, 

can be limiting. Hence, the method proposed in Section 2.3.1 may not be applicable to robotic 

tasks where one needs to reason about the uncertainty over the whole task (e.g. over the whole 

trajectory), which is the case for e.g. object grasping, assembly or navigation tasks. We extended 

the improvement of action policies to trajectory policies using Probabilistic Movement Primitives 

(ProMPs) with the aim of improving its generalization capabilities by relying on fewer 

demonstrations. The proposed method investigates the generalization over external (e.g. 

environment properties) and internal (e.g. trajectory keypoints) context variables. These context 

variables can be exploited in many scenarios where the trajectories of the robot depend on the 

user preferences in an assembly task. IDIAP tested this approach on a pouring task with Franka 

Emika Panda robot (Figure 15 (a)). The context space is 2-D: one representing the volume of the 

liquid in the pitcher and the volume of the liquid in the cup. We learned a Bayesian mixture of 

ProMPs on two demonstrations of pouring with different context values and the robot iteratively 

requests 20 additional demonstrations. Figure 15 (b) shows that the task cost decreases with our 

proposed approach (yellow) significantly more than in the case where the robot asks 

demonstrations from random context values (blue).  

Figure 14: Experimental setup and results on the real robot platform with Franka Emika Panda robot in a placing task with 
obstacle avoidance. The task is to put the cup inside a box covered from top and bottom, starting from anywhere in the 
space. The robot must maintain a specific end-effector orientation to perform the task by keeping the object upright. The 
main challenge is not to collide with the box and the other obstacles in the environment. It shows qualitatively that the 
requested demonstrations are far from the initial demonstrations, and by information theory, they are the most informative 
ones to generalize better the learned model. 
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We also performed an extensive evaluation of our approach on three simulated pouring tasks (see 

Figure 16 for an overview of the simulated environment), involving respectively a one-

dimensional, two-dimensional and three-dimensional context variable. We showed the 

robustness of our approach based on the reduction of the epistemic uncertainties of a Bayesian 

Gaussian Mixture Model (BGMM) in these three simulated scenarios, and superiority to two state-

of-the-art methods taken from the literature: the approach of [37] and a Gaussian Process 

approach inspired by [38]. We show in Figure 17 the quantitative results of our approach on the 

three-dimensional context variable experiment, which highlights the viability and the superiority 

of our approach with respect to the state-of-the-art. The proposed approach allows the robot to 

generalize to these different context variables reducing the cognitive load on the user, thus it can 

be seen as a very efficient and intuitive framework to be used in policy learning and improvement 

of industrial tasks. The proposed approach has been published in [39] and is given in Appendix: 

Paper D. 

 

Figure 16: Overview of the simulated pouring environment. 

Figure 15: (a) Robot experiment on a pouring task with Franka Emika Panda robot to generalize the learned ProMP model 
to 2D context values representing the volume of the liquid in the pitcher and in the mug. (b) shows that the task cost’s 
mean and variance decrease with our proposed approach (yellow) significantly more than the case where the robot asks 
demonstrations from random context values (blue). 
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Figure 17: Quantitative results of our approach on the three-dimensional simulated context variable experiment. 

2.4 LEARNING OF EXCEPTION STRATEGIES 

 
Robot task executions often stop due to a variety of errors that cannot be foreseen in advance. In 

such cases, it is most often necessary for a human cooperating with a robot to manually eliminate 

the cause of the error and restart the task [37]. In the vast majority of cases, the robot does not 

learn anything from such experiences. If a similar or even the same situation is again encountered, 

the intervention of a human will be needed again and again. The frequency of such events depends 

on the process. The less the process is structured and determined, the more often such events 

occur.  

We aim to develop an integrated solution for the automatic handling of failures in assembly 

processes. The proposed approach combines incremental kinesthetic learning as a part of T4.2, 

failure detection and classification, and statistical learning. Exception learning is initially 

supervised by an operator who first resolves the issue on the occurrence of the error and then 

demonstrates appropriate action that enables the continuation of the given assembly task. Robot 

builds a database of demonstrated actions and associates them with the detected error context. 

Based on this knowledge, statistical learning generates appropriate action for unforeseen errors 

from the demonstrated actions. As a result, the robot becomes more and more autonomous and 

eventually does not require any human intervention to resolve assembly failures. 

We assume that the basic control policy to execute the desired task was appropriately learned and 

optimized. An efficient way to learn the assembly policy is kinesthetic guidance [38], but other 

methods can also be used, e.g., off-line programming using CAD models, etc. Next, we assume that 

the policy is parameterized with Cartesian space DMPs [14], although our framework enables to 

use also other popular parameterization techniques. Optimization of the desired control policy 

can be done using standard techniques, such as iterative learning control (ILC) [39] or 

reinforcement learning (RL) [33]. Our framework [40] does not aim to change the demonstrated 

control policy, here denoted by 𝜋𝑑. Rather, it enables the generation of an alternative strategy at 

the onset of an unexpected situation, which results in failure and consequently the suspension of 

the task. The reasons for failure can vary, from the incorrect grasping of parts, deviations in the 

geometry of components, damaged parts, etc. The follow-up actions are demonstrated once the 

failure occurs. These demonstrations are captured together with the sensory information, which 

is used later to classify the cause of the failure. The basic strategy is illustrated in Fig. 10.  
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Figure 18: Left: A failure occurs and the robot stops and waits for the intervention of the operator. Center: Operator rolls 
back the robot actions to resolve the issue. Right: Operator demonstrates alternative policy 

Whenever a failure occurs, the robot stops. Initially, the robot does not know how to continue. 

Therefore it expects the intervention of the operator. The operator first rolls back the robot action 
to the point from which it is possible to continue the task. Next, using incremental learning along 

the refinement tube [44] [45], the human operator demonstrates an alternative policy, which 

allows the robot to perform the given task from the current context. The context is determined 

from sensor signals. In assembly operations, we typically rely on a force-torque sensor, but other 

sensors such as pressure sensors, vision sensors, etc., can also be used. As already mentioned, the 

robot analyzes the cause of failure using sensory data. It memorizes the current context and the 

alternative control policy and saves both of them in a database. When a failure occurs for the 

second time, the robot checks if it has any experience with the failures in similar contexts. If this 

is the case, the robot generates an alternative policy using statistical learning [43] and executes 

it. If the robot either does not have any previous experience or the alternative policy was not 

successful, it stops and waits for the operator to demonstrate the appropriate policy for the 

current context and stores both of them in the database. Eventually, the robot does not require 

 

Figure 19: Flow chart of the proposed approach with learning and execution of the exception strategies 
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any human intervention to resolve failures. The flow chart of the proposed framework is shown 

in the figure above.  

Although the framework explained in this section is general and can be applied to most of the 

robot policies and human-robot collaboration tasks, we will focus on the assembly policies. 

2.4.1 Teaching follow up actions 

 

As the robot stops due to an error, it needs an intervention from the operator, as explained in the 

previous section. First, the operator needs to roll back the robot actions to the point from which 

the robot can continue the task. Next, he has to demonstrate a new policy, which fits the current 

situation. In most cases, only minor modifications of the existing policy are necessary. After that, 

the operator has to test the demonstrated policy applied in the current context and refine it, if 

appropriate. Finally, the operator demonstrates a new velocity profile if the original does not suit 

the newly demonstrated policy. To fulfill all of these requirements, the operator must be able to 

freely move the robot forward and backward along the existing policy at any speed and change 

only parts where changes are needed. For this purpose, we applied our method developed in T4.2 

based on kinesthetic guiding within a refinement tube [44]. In this method, actions are 

parameterized with bi-directional Cartesian speed-scaled dynamic movement primitives. 

2.4.2 Determination of Failure Context 

 

The most challenging part of our exception strategy learning framework is the determination of 

the current failure context based on sensory data. Different sensors might be used, from robot 

position sensors, force-torque sensors, vision sensors, etc. Here, we will present two methods to 

determine the failure context using measured forces and torques and a technique that relies on a 

vision sensor. 

During the assembly task execution, it is necessary to monitor the exerted forces on the robot 

hand to prevent damaging the parts or even the robot itself at the occurrence of an unexpected 

situation. Forces and torques are typically used also to actively guide the assembly process. 

Execution failures are, in most cases, characterized by a sudden increase of forces and torques. 

Therefore, in our work, we used a simple approach where a failure is detected if the sensed forces 

and torques exceed a predefined threshold.  An autonomous robot should have the ability to 

detect the reason for the execution failure, which enables it to plan an appropriate recovery action. 

This section proposes an algorithm for calculating low dimensional features that characterize the 

detected failures based on the sensed forces and torques. We map the sensed forces and torques 

to a low dimensional feature space because feature dimensionality is important for statistical 

learning. For this purpose, we apply Principal Component Analysis (PCA), a popular 

dimensionality reduction technique. 

Let’s assume that we have 𝑚 measurements of forces and torques, 𝐡𝑖 = [𝐅𝑖
T  𝐌𝑖

T], 𝑖 = 1, … , 𝑚, 

captured at the time when the 𝑖-th failure has been detected. Each measurement thus corresponds 

to exactly one failure during the assembly. We form a data matrix  

 𝐙 = [
𝐡1 − �̅�
⋮
𝐡𝑚 − �̅�

] ∈ ℝ𝑚×6, (2-55) 

where �̅� is the row vector of average values of all forces and torques. PCA is an orthogonal linear 

transformation that maps the data 𝐙 to a new coordinate system such that the most significant 

variance occurs in the first coordinate, which is called the first principal component. All 
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subsequent coordinates have a lower variance than the previous one. PCA can be calculated by 

applying singular value decomposition in the form  

 𝐙 = 𝐔𝚺𝐕𝑇 , (2-56) 

where matrix 𝐕 ∈ ℝ6×6 is orthogonal and maps the data to a new coordinate system  

 𝐂 = 𝐙𝐕, (2-57) 

such that the principal components are sorted as columns in 𝐂. Also, the singular values that form 

the diagonal matrix 𝚺 = diag(𝜎𝑖) ∈ ℝ𝑚×6  are nonnegative and sorted from the biggest to the 

lowest value 𝜎𝑗, 𝑗 = 1, … ,6. The magnitude of singular values determines the significance of each 

direction determined by eigenvectors in 𝐕. The dimensionality reduction is performed in such a 

way that we keep only the first 𝑝 columns of 𝐕, which correspond to the first 𝑝 most significant 

singular values. Whenever a new failure occurs, we calculate the corresponding context data from 

the measured force-torque vector 𝐡 using  

 𝐜 = (𝐡 − �̅�)𝐕𝑝, (2-58) 

where 𝐕𝑝 ∈ ℝ6×𝑝  denotes the matrix composed of first 𝑝  principal eigenvectors of 𝐕 . The 

resulting context vector 𝐜 is used as a query for statistical learning. 

We evaluated the described context determination method on peg-in-a-hole, where we considered a 

typical source of failure in automated assembly, i.e., bad pose estimation 

of the assembly part, which causes either imperfect grasping or non-

adequate insertion policy (or both). We used a collaborative robot arm 

Franka Emika Panda in all experiments. Integrated joint-torque sensors 

were used to estimate the Cartesian forces and torques. Our goal was to 
evaluate whether the proposed estimation of the context during the 

failure is appropriate for generating query points suitable for 

statistical learning. We started by assessing the case where the robot 

grasped the assembly part at the wrong rotation around the 𝑥 axis, 

as illustrated in . Consequently, it failed to insert the square peg into 

the hole. The experiment was repeated for four equally spaced 

angles around zero (which was the correct angle for the learned 

control policy) with a spacing of 3 degrees, as shown on the left side 

of Figure 21. 

  

Figure 21: Left: Grasping error angle, Right top: Measured forces and torques, Right bottom: Context as a function of 
grasping angle offset 

Figure 20: PiH with Franka-Emika 
Panda robot where the part is 
grasped at different offsets from 
the ideal grasping position. 
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We repeated the same experiment, where we generated grasping position errors. Similar to the previous 

case, the grasping offset of  3mm was equally spaced in 6 steps around 0. Also, in this case, the robot 

failed to insert the peg into the hole. At this point, we captured the forces and torques, calculated context 

vector 𝒄  by Eq. 10, and took only the first principal component because the first singular value of  𝐕 was 

much larger than the others. The results are shown in Figure 22. 

 

Figure 22: Left: Grasping position error, Right top: Measured forces and torques, Right bottom: Context as a function of 
grasping position offset 

The above-presented results of experiments indicate that the context value changes 

monotonically depending on the grasping error. Therefore, this value is a good candidate for use 

as a query in statistical learning. Besides, it is strongly correlated with the point of contact. This 

finding suggests that the context could also be detected directly from the point of contact. Instead 

of using raw forces and torques, we can estimate the point of contact of the peg with the 

environment and use this quantity to calculate the context.  

Contact point can be calculated using measurement of forces and torques by [45] 

 𝒓(𝛼) =  
𝑭 × 𝑴

‖𝑭‖2
+ 𝛼

𝑭

‖𝑭‖
 (2-59) 

 

 where 𝛼 is suitably chosen constant so that the vector 𝒓(𝛼) touches the environment. It is not 

necessary to know the exact contact point to determine the context. Instead, we calculate the  

 

Figure 23: Contact vector calculated from measured forces and torques 

vector on which the contact point lies by determining two arbitrary values of the scalar 𝛼 (see 

Figure 23: Contact vector calculated from measured forces and torques). This vector needs to be 
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aligned with the robot end effector. Note that measured forces and torques are already expressed 

in the robot end-effector coordinate system. Therefore, we have to add only the offset 

corresponding to the robot current end-effector position 𝒑. 

 𝒓′(𝛼) =  𝒓(𝛼) + 𝒑 (2-60) 

From here, we proceed in the same way as in determining context with the measured forces and 

torques, except that the matrix 𝒁 and the underlying vectors 𝒉 are formed of vectors 𝒓′(0). 

We repeated the context determination with the same data as in the previous case. The results are 
shown in Figure 24 and Figure 25. They are similar as in the previous case, except that the context 

calculation using contact point is more robust against the force/torque sensor noise. 

 

Figure 24: Left: Grasping error angle; Right top: Measured forces and torques; Right bottom: Context as a function of 
grasping angle offset 

 

Figure 25: Left: Grasping error angle; Right top: Measured forces and torques; Right bottom: Context as a function of 
grasping angle offset 

As we can see from the above Figs., the estimated context is strongly correlated with the 𝑦 axis 

component of the environment contact point. As the environment contact point might be the same 

for different positional and orientation errors (see Figure 26), this method cannot determine 

whether the insertion error is due to a positional or orientational grasping error. Note that the 

policies for correcting the orientational or positional error in PiH may differ; therefore, it is 

necessary to discriminate between the positional and orientation displacement. The policy 

policies for correcting unsuccessful PiH also depend on which part of the peg is in contact with 

the environment. There can be a significant deviation between the detected environment contact 

point and the contact point on the peg, especially with wide pegs. 



D4.8 – Assembly Policy Learning and Improvement (final)    
Version: 1.0 

CoLLaboratE  38 

 

 

Figure 26: Different peg configurations with the same contact point 

Therefore, force/torque and positional data only cannot uniquely determine the context. The 

solution to this problem requires the introduction of additional sensors, such as vision sensors. 

With different methods of visual processing, we can determine the position of the workpiece 

relative to the gripper. However, such a method requires the adaptation of the corresponding 

algorithm to each individual case, which is often impractical and time-consuming. Recently, pre-

trained deep neural networks have emerged that can effectively solve such and similar problems. 

An example of such a network is ResNet18 [46], which was applied to our problem, i.e., context 

detection in PiH by image classification. ResNet18 is a convolutional deep neural network with 18 

layers, pretrained with over a million images from the ImageNet database (http://www.image-

net.org/ ). It can classify up to 1000 different objects from the raw input image. Rather than 

predicting the object, we used the network to calculate activations as input for SVM (Support 

Vector Machine) based classifier.  

In addition to ResNet-18 , we evaluate a state-of-the-art image segmentation model Yolact [47], 

as an image feature extraction method. Even though evaluation of using ResNet-18 activations as 

image features showed that they can be used to classify between different known exception cases 

fairly well, this method is very sensitive to overfitting and performance drops when adding novel 

exception cases making it less suitable for iterative pipeline. Yolact needs manual initial data 

labeling, but it can robustly predict masks for known objects at very different places once the 

model is trained. This makes it more suitable for our use case, where exception cases imply 

different positioning of the manipulated objects in the visible area of the camera. An example of 

discovering different objects with Yolact is given in Figure 27. 

 

Figure 27: An example of how Yola labels pretrained objects.  

http://www.image-net.org/
http://www.image-net.org/
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The success of classification in learning was tested on square peg insertion in Cranfield Benchmark 

[10], which is a standardized tool that encompasses a typical level of complexity for an industrial 

assembly task. We created 8 cases of grasping errors, as seen in Figure 28, plus an additional case 

with no grasping error.  The corresponding positional and orientational grasping errors are 

shown in Table 2. 

 

Figure 28: 8 cases of grasping errors, which resulted in failure of inserting the peg into a hole. 

 

Table 2: Parameters of grasping error cases 

case Δpy[mm] Δ𝜑𝑥 [deg] 

0 0 0 

1 -8 0 

2 -4 0 

3 4 0 

4 8 0 

5 0 -6 

6 0 -3 

7 0 3 

8 0 6 

 

Images were captured with an Intel RealSense D435i RGBD camera, where each situation was 

recorded with four different lightings. For this, we utilized an adaptive lighting setup. Besides 

images, we also captured forces and torques from two sources. The first was a universal ATI 

force/torque sensor mounted under the Cranfield benchmark setup.  The second was estimated 

forces and torques from the robot’s built-in joint torque sensors. The experimental ROS-based 

setup is shown in Figure 29. 
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Figure 29: Experimental setup for testing exception strategy learning using multimodal data. 

We collected 50 measurements for each class. The number of collected images was augmented by 

four since each pose was recorded with four different light settings. These image data were used 

to train the SVM-based classifier. It was first necessary to obtain activations of the last layer for 

all training images. The activations were used to train a set of binary SVM classifiers. For each of 

the cases, a separate SVM returns a score di that describes distanced from the hyper-plane, which 

separates image classes. The most probable is the class with the lowest distance ‖𝒅𝑖‖.  

The result of learning of our 9-class problem is summarized in the confusion matrix in Figure 30.  

 

Figure 30: Confusion matrix for the learned classification problem, where the training set was composed of 224 images and 
the test set of 528 images. 

Distances from the hyperplane, as returned from SVM, cannot be used directly to describe the 

context. However, knowing that each of the nine classes corresponds to either positional or 

rotational displacement, the scores can be combined to get estimates of error context:  

 𝛥�̂�𝑦 =
∑ 𝑐𝑖 𝑖∈𝐸𝑃

𝑝𝑖

∑ 𝑝_𝑖 i∈EP

, (2-61) 
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 𝛥�̂�𝑥 =
∑ 𝑐𝑖 𝑖∈𝐸𝑅

𝑝𝑖

∑ 𝑝_𝑖 i∈E𝑅

, (2-62) 

 

where 𝐸𝑃 = {0,1,2,3,4} and 𝐸𝑅 = {0,5,6,7,8} contain the indices of classes corresponding to either 

positional or orientational grasping error, 𝑐𝑖  is the magnitude of the error in class 𝑖 (see Table 2) 

and 𝑝𝑖  is the estimated probability that the image belongs to the class 𝑖. Outputs of the SVM are 

not probabilistic.  

Instead, we calculate pseudo-probability from the distance to the hyperplane  𝑑𝑖  as: 

 𝑝𝑖 =
𝑑𝑖 − 𝑑𝑚𝑖𝑛

𝑑𝑚𝑎𝑥 − 𝑑𝑚𝑖𝑛
 (2-63) 

where 𝑑𝑚𝑎𝑥and 𝑑𝑚𝑖𝑛  are maximal and minimal distances as returned from the SVM classifier, 

respectively.  

As already mentioned, we will use the estimated context in statistical learning. One of the still 

unresolved problems is how to determine over which policies we can apply statistical learning. 

For example, the policies for correcting orientation or positional error in PiH may be quite 

different, and should not be generalized. One possible solution to this problem is that classes with 

similar errors are labeled by a human operator during the demonstration of a new exception 

strategy. Labeling can also be done automatically by identifying similarities between 

demonstrated exception strategies policies. In addition to multimodal exception strategy learning, 

this will be the focus of our future research. 

 

2.4.3 Statistical Learning of Exception Strategies from Failure 

 

Initially, every failure requires that a user demonstrates a new exception strategy. An exception 

strategy enables the robot to continue the task after a failure has occurred. It is fully defined by 

the time evolution of tool poses given in Cartesian coordinates and the associated context. Let’s 

define a set of 𝑚 exception strategies as 

 𝒢 = {𝐩𝑖,𝑘 , 𝐪𝑖,𝑘 , �̇�𝑖,𝑘 , 𝝎𝑖,𝑘, �̈�𝑖,𝑘 , �̇�𝑖,𝑘 , 𝑡𝑖,𝑘; 𝐜𝑖}𝑖=1
𝑚

𝑘=1

𝑇𝑖 , (2-64) 

where 𝐩𝑖,𝑘 ∈ ℝ3 are the positions, 𝐪𝑖,𝑘 ∈ S3 are the unit quaternions describing orientation, S3 is 

a unit sphere in ℝ4, 𝑖 is the demonstration index, 𝑘 are trajectory samples, and 𝑇𝑖 is the number of 
samples on the 𝑖-th exception strategy. Each exception strategy is associated with the context 

vector 𝐜𝑖  calculated from the corresponding sensors at the time the failure occurs. 

Once a sufficient number of exception strategies becomes available, we can exploit previously 

learned strategies to generate new ones. This is accomplished using statistical learning 

techniques. For this purpose, we applied locally weighted regression due to its simplicity and 

efficiency. LWR belongs to a class of non-parametric statistical approximation methods [48], and 

has been successfully applied to many robotics applications such as throwing, reaching, 

drumming, etc. [43]. 

When the next failure occurs, we first determine the current context 𝐜 using the measured signals 

from sensors, as described in the previous section. The resulting context vector is used as a query 

point for LWR. Given this query point and a number of existing exception strategies, LWR can 

compute a new exception strategy. Recall that in our work, exceptions strategies are defined by 

CDMPs. A CDMP contains a number of parameters, but in the context of exception strategies, only 
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some of them change; the weights specifying the nonlinear forcing term, the temporal scaling 

factor 𝜏0, the goal position 𝐠𝑝, and the goal orientation 𝐠𝑜. Thus a function that maps query points 

into a new exception strategy can be written as follows  

 𝐆(𝒢): 𝐜 ↦ {𝐖𝑝, 𝐖𝑜, 𝜏0, 𝐠𝑝, 𝐠𝑜}. (2-65) 

Note that the temporal scaling factor 𝜏(𝑠) is constant for all exception strategies as nonlinear 

speed scaling is applied only to the initially demonstrated trajectory. Once the initially 

demonstrated trajectory is adapted by kinesthetic teaching and a new exception strategy is 

generated, the resulting control policy is resampled to (2-65) with a constant temporal scaling 

factor.  

As explained in [43], 𝐆(𝒢) becomes a smooth function of 𝐜 only if example trajectories, in our case 

exception strategies, are similar and transition between each other smoothly. This is the case in 

our work because the incremental policy adaptation method (presented in D4.2) ensures that the 

adapted exception strategy is similar to the original control policy. Thus the solution trajectory 

computed by LWR is similar to other exception strategies but adapted to the current context 𝐜. 

To compute the generalized CDMP forcing terms weights 𝐖𝑝, 𝐖𝑜 ∈ ℝ3×𝑁, we apply the following 

optimization problem  

 min
𝐖𝑝,𝐖𝑜

∑

𝑚

𝑖=1

||𝐗𝑖[𝐖𝑝
T, 𝐖𝑜

T] − [�̃�𝑖, �̃�𝑖]||2K(𝐜, 𝐜𝑖), (2-66) 

with �̃�𝑖 ∈ ℝ𝑇𝑖×3  being a matrix with rows �̃�𝑖,𝑘 = (𝜏0,𝑖
2 �̈�𝑖,𝑘 + 𝛼𝑧𝜏0,𝑖�̇�𝑖,𝑘 − 𝛼𝑧𝛽𝑧(𝐠𝑝 − 𝐩𝑖,𝑘))T , and 

�̃�𝑖 ∈ ℝ𝑇𝑖×3 a matrix with rows calculated as �̃�𝑖,𝑘 = (𝜏0,𝑖
2 �̇�𝑖,𝑘 + 𝛼𝑧𝜏0,𝑖𝝎𝑖,𝑘 − 2𝛼𝑧𝛽𝑧log(𝐠𝑜 ∗ 𝐪

𝑖,𝑘
))T. 

The rows of the matrix 𝐗𝑖 ∈ ℝ𝑇𝑖×𝑁 are calculated using Gaussian DMP kernels 𝐱 at phases 𝑠𝑖,𝑘 , i.e. 

𝐗𝑖 = 𝐱(𝑠𝑖,1), … , 𝐱(𝑠𝑖,𝑇𝑖
)T [14]. We selected the tricube kernel [43] for K(𝐜, 𝐜𝑖), which is defined as  

 K(𝐜, 𝐜𝑖) = {
(1 − (||𝐜 − 𝐜𝑖||/ℎ)3)3, ||𝐜 − 𝐜𝑖||/ℎ ≤ 1
0, otherwise

, (2-67) 

where ℎ is a hyper-parameter that determines the range and importance of training data used for 

generalization. 

Since the temporal scaling constants and goal position and orientation are measured directly, i.e. 

𝜏0,𝑖 = 𝑡𝑖,𝑇𝑖
, 𝐠𝑝,𝑖 = 𝐩𝑖,𝑇𝑖

, 𝐠𝑜,𝑖 = 𝐪𝑖,𝑇𝑖
, their generalization by LWR is easier. They are computed as 

follows  

 𝜏0 =
∑𝑚

𝑖=1 K(𝐜, 𝐜𝑖)𝜏0,𝑖

∑𝑚
𝑖=1 K(𝐜, 𝐜𝑖)

, (2-68) 

 𝐠𝑝 =
∑𝑚

𝑖=1 K(𝐜, 𝐜𝑖)𝐠𝑝,𝑖

∑𝑚
𝑖=1 K(𝐜, 𝐜𝑖)

, (2-69) 

 𝐠𝑜 =
�̃�𝑜

∥ �̃�𝑜 ∥
, �̃�𝑜 =

∑𝑚
𝑖=1 K(𝐜, 𝐜𝑖)𝐠𝑜,𝑖

∑𝑚
𝑖=1 K(𝐜, 𝐜𝑖)

. (2-70) 

2.4.1 Determination of Insertion Task Outcome Context from Multimodal Data 

 

Even though previous use-case could be addressed successfully with data from only one sensor 

modality, data from only one sensor is usually incomplete. As shown in Figure 26, with force-

torque data only we cannot reliably determine the type of error. On the other hand, applications 

that rely solely on vision systems to determine the object poses are pretty sensitive to calibration 

errors, lighting conditions, and occlusions. 
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Our ongoing work, therefore, focuses on the multimodal determination of the outcome context. 

To fuse features from different modalities, we rely on ensemble methods, as shown in  Figure 31. 

Ensemble methods are often used in multi-target regression problems to combine data from 

heterogeneous sources, such as different modalities. An ensemble learning aims to employ 

multiple learners and combine their predictions rather than build one single learner of superior 

performance. This approach is often more accurate than having individual classifiers decide on a 

given problem. 

2.4.1 Application of Exception Strategy Learning on Peg-In-Hole case 

 

In this chapter, we evaluated our framework as a whole. As in the previous case, the exception 

strategy learning was applied to the square peg insertion in Cranfield Benchmark (see Figure 32). 

We tested the influence of grasping offset in the 𝑦  direction. We generated four grasps with 

equally spaced offsets with a spacing of 3 mm around the correct grasp, i.e., the grasp applied 

during the initial demonstration. Because of this offset, the robot failed to insert the peg and 

stopped the execution due to excessive forces in the 𝑧 direction.  

We captured the forces and torques, calculated the context value as explained in section 4.2.4, and 

demonstrated the alternative policy for each case using incremental policy refinement (D4.2). 

These data were used to generate the initial database of exception strategies (2-65) for 

generalization. The original peg insertion policy, the four demonstrated exception policies, and 

one of the generalized exception strategies are shown in Figure 33. The success rate of recovering 

the failure in 50 experiments was 82%. Note that the robot was stiff during the insertion. By 

exploiting the robot’s compliance and also by making use of a larger database of pretrained 

exception policies for generalization, the success rate could be improved. 

 

Figure 31: Context determination can be defined as a multi-target regression problem: Given a snapshot of an outcome of 
an insertion task, that consists of raw RGB image, raw forces and torques, calculate estimates of both grasping parameters 
𝛿𝑝𝑦 and 𝛿𝜑𝑥 . 
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Figure 32: Square PiH with Franka-Emika Panda robot where the part is grasped at different offsets from the ideal 
grasping position. 

 

 

Figure 33: The original policy, the four demonstrated exception policies and one of the generalized exception policies. Due 
to the offset in the grasping position, the final positions of the robot’s end-effector are different although the final position 
of the peg is the same in all cases. 
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2.5 ERGODIC CONTROL 

 
Ergodic control is an alternative approach to cope with imprecise sensing or modeling aspects in 

industrial tasks. Ergodic theory studies the time-averaged behavior of dynamic systems, where a 

dynamic system is said to be ergodic if it spends time in the state-space of interest in proportion 

to the density of a reference probability distribution. In a standard control problem a point or a 

pose is given as the reference to track. In ergodic control, a distribution is instead given as a 

reference, which needs to be covered by the robot through an ergodic motion. 

Ergodic control studies the design of such dynamical systems [49]. The resulting systems have 

natural exploration behaviors, by considering information about the regions that should be 

explored, in the form of a probability distribution. The advantage of such control formulation is 
that it can be easily combined with other control objectives and constraints. In robotics, ergodic 

control originated in surveillance applications (spatial coverage with multiple mobile platforms). 

For robot manipulators, the approach can be exploited in a wide range of problems demanding to 

explore given regions of interest. This is typically useful when the available sensing information 

is not accurate enough to fulfill the task robustly, but where this information can still guide the 

robot toward promising areas. For picking tasks and for insertion tasks, this can be applied to let 

the robot ”wiggle” around the picking/insertion point to facilitate the prehension/entry.  

Ergodic control shares links with movement primitive representations, as it is also based on a 

decomposition of the signal as a weighted superposition of basis functions. In both cases, this 

decomposition is exploited to obtain a compact representation that allows quadratic error 

minimization problems to be formulated in the weights space. In ergodic control, Fourier series 

are proposed as basis functions, allowing the signal (the spatial distribution) to be decomposed 

in components of increasing frequencies (see Figure 34). The advantage of this ordering is that it 

provides a multi-scale coverage strategy. It has the effect of requesting the controller to put more 

emphasis on low-frequency components, corresponding to the request of exploring the rough 

shape of the spatial distribution first, before considering finer details.   

We explored how learning from demonstration and impedance control can be combined with 

ergodic control, by extracting the desired regions from the demonstrations in the form of spatial 

distributions (in the robot task space). These spatial distributions are then provided to the 

controller for exploration. The original ergodic control formulation [49] proposes to compute the 

corresponding Fourier series coefficients by using multi-dimensional integration over the spatial 

domain, which can be computationally costly for high-dimensional state space. Moreover, the 

control loop involves algebraic operations on multi-dimensional arrays (a.k.a. tensors [50]). 

Hence, the classical approach is too slow for real-time applications in high-dimensional tasks. This 

poses a challenge in applying ergodic control to robotics tasks involving the full pose of end-

effector(s) to be considered, such as in insertion tasks, where exploration should be conducted in 

a 6-D state space (position and orientation), with correlations among the dimensions to be 

captured during exploration.  

Initially, an approach was investigated to bypass the numerical integration for the multi-

dimensional integral involved in computing each of the Fourier coefficients by representing the 

spatial distribution as a Gaussian mixture model (GMM), exploiting the Gaussian properties of the 

Fourier transform. By representing the spatial distribution as a GMM, the corresponding Fourier 

series coefficients can directly be expressed in an analytic form, thus discarding the need for 

numerical integration. The approach was then improved by using tensor methods, allowing 

Fourier coefficients to be computed for arbitrary distribution (but smooth functions) by 

circumventing integration. Here we exploit the fact that for a D-dimensional state space, the 

Fourier series coefficients naturally take the form of a D-dimensional array (also called tensor) 
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with a high degree of symmetry (see Figure 34). By using state-of-art tensor factorization 

techniques (namely, tensor-train decomposition [51]), the Fourier coefficients can thus be 

computed efficiently. Furthermore, tensor decomposition techniques can be exploited to perform 

the algebraic operations involved in the control loop very fast (a few milliseconds). This 

development allows the standard ergodic control formulation to be extended to higher-

dimensional state space for real-time applications. A detailed description of this approach is given 

in our recent article [52]. 

Insertion tasks, such as the peg-in-hole task, are good candidates to be addressed by ergodic 

control. Due to sensor inaccuracies, which may arise due to the sensor itself or to occlusions of 

the hole position when the peg is nearby, there will be some uncertainties about the position of 

the hole. In such scenarios, the end-effector holding the peg needs to explore a neighborhood 

(given as a reference distribution) using some search pattern. We model the end-effector as a 6-D 

point mass to simultaneously address the uncertainty about the insertion pose in position (3D) 

and orientation (3D) in the robot task space and use ergodic control for the exploration. The 

reference distribution is modeled as a GMM using the information from the demonstration of 

successful insertions. The tensor-based solution allows real-time implementation of the ergodic 

control for this high-dimensional task. 

 

 

 

 

 

 

 

 

 

 

 

 

 

Figure 34: 2D ergodic control problem. (a) shows the spatial distribution that the agent must explore, encoded here as a 
mixture of two Gaussians (gray colormap in left graph). The right graphs show the corresponding Fourier series 
coefficients in the frequency domain, which can be computed analytically by exploiting the shift, symmetry and linear 
combination properties of Gaussians. (b) shows the evolution of the reconstructed spatial distribution (left graph) and 
the computation of the next control command (red arrow) after T/10 iterations. The corresponding Fourier series 
coefficients are shown in the right graph. (c) shows that after T iterations, the agent covers the space in proportion to 
the desired spatial distribution, with a good match of coefficients in the frequency domain. (d) shows how a periodic 
signal can be constructed from the original mixture of two Gaussians (red area). (e) depicts the first few basis functions 
of the Fourier series (for the first four coefficients in each dimension). 
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Figure 35: Experimental setup at IDIAP for peg-in-hole task using ergodic control. The end-effector holding the peg 
modeled as a 6-D point mass system is performing ergodic exploration for insertion in the vicinity of the hole under 
sensor inaccuracies. 

Our method is well suited for peg-in-hole insertion tasks where uncertainties may arise from 

several sources, including variable grasps of the peg, unprecise locations of the hole, and 

unmodeled manufacturing defects of the involved components (gripper fingers, pegs and holes). 

In the considered experiment, the reference probability distribution for exploration is found using 

information from human demonstrations. The human demonstrates the key regions for 

exploration in the state space of the end-effector and we use the aforementioned GMM to model 

the reference probability distribution based on the datapoints collected during the 

demonstrations. 

We compare three different implementations of our approach. First, a closed loop version where 

the ergodic controller runs in real-time on the robot as an online coverage problem (Figure 36). 

In that case, at every time step, we read the end-effector pose and feed it back to the ergodic 

controller, which computes the next pose to track based on the current state. Second, an open loop 

version where the controller tracks a reference ergodic trajectory computed offline. Lastly, we use 

a baseline consisting of GMM-sampling-based exploration. For a detailed description of the used 

impedance controller the reader is referred to deliverable D3.3: “Extension of Movement 

Primitives to Behavior Primitives”. 

 

Figure 36: Control diagram of open and closed loop implementations. In the latter, the ergodic controller takes the robot 
state (end-effector pose) into account while computing the desired pose. In this way, the history of observed states is kept 
and new desired poses are computed accordingly. 

In our setup, the location of the hole is fixed (but unknown to the robot) and the main source of 

uncertainty comes from the different possible grasps of the peg by the end-effector, see Figure 37. 

We model these uncertainties using a probability density function that indicates the importance 

of spending time in each region of the state space of the robot end-effector. To model the reference 

probability distribution we collected M = 204 data points using kinesthetic teaching, which 
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corresponds to less than 2 minutes of recording. Each datapoint corresponds to the position and 

orientation of the end-effector holding the peg. The datapoints in the vicinity of the location of the 

hole were recorded for successful insertions with different orientation and position offsets 

inherent to the grasps of the peg. To give higher importance to insertion, almost half the data 

points were taken from the states corresponding to the peg within the hole. A variation of about 

15mm in position of the grasp for each axis and about 10º variation in the orientation of the grasp 

were demonstrated. 

 

Figure 37: Two instances of grasps typically appearing when testing the ergodic control for insertion. The demonstrations 
included different types of grasps to let the robot cope with this uncertainty during ergodic exploration. 

 

Figure 38: Human demonstration of peg-in-hole insertion task. Datapoints are collected for different grasps of the peg 
through kinesthetic teaching to show the regions in the vicinity of the receptacle to be used by the ergodic controller. 

Once data are collected, we transform the data into the domain of ergodic control Ω with L = 1 

(ergodic space) using a bijective linear transformation. We model the datapoints in this 

transformed space using a Gaussian mixture model (GMM) with full covariances. We empirically 

selected 8 mixture components with a minimal isotropic covariance prior of 5×10-3. Figure 39 

shows the obtained GMM for position and orientation (marginal distributions). The GMM is used 

as reference probability distribution P(x) for ergodic control in Ω. With K = 10 and N = 10, the 

computation of Fourier coefficients for the reference probability distribution took less than 2 

minutes. The closed-loop ergodic controller could be run at 100Hz on the robot. The same settings 

are applied to the open-loop implementation of the insertion task. In this case, the ergodic 

trajectory is generated offline. It is then tracked using the impedance controller as described in 

Figure 36. Figure 39 shows examples of generated ergodic trajectories. We allow a maximum of 

40 seconds for insertion. 
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Figure 39: Position (left) and orientation (right) marginals from the distribution used for full pose exploration (the figure 
does not show correlations between position and orientation). The 6D pose distribution is encoded as a GMM with 8 
components (red ellipsoids) and full covariances, trained on a dataset of M = 204 datapoints (blue points). The trajectory 
for the exploration (orange lines) is generated by ergodic control for the insertion task. 

The obtained results, summarized in  

3, show that the closed loop approach clearly outperforms the other approaches that do not 

consider the history of observed states during the exploration. Indeed, while using the former, the 

robot was able to successfully insert the peg in the hole in 20 out of the 20 trials, where 10 were 

performed using the grasp in Figure 37-left and the other 10 using the one in Figure 37-right. On 

average, the insertion using the closed loop approach succeeded in 9.9s with a standard deviation 

of 8.5s. 

Table 3: Performance of the peg-in-hole task for different variations of the grasps 

Strategy 
Success rate Time taken 

(seconds) # Trials # Successful trials 

Closed loop 20 20 9.9±8.5 

Open loop 10 2 - 

GMM-sampling 5 0 - 

 

Figure 40 shows snapshots of the insertion using ergodic exploration in the closed loop setting. 

Note that the only required input was a set of demonstrations to show the robot the regions it 

should explore. This has proven important to deal with the uncertainty in the peg grasping pose. 

Note that interaction forces during exploration can also cause the grasp pose to change due to the 

limited gripping force of the robot (either from hardware and software limitations, or set on 

purpose to handle fragile objects). Our experimental results show that the closed loop ergodic 

strategy is also robust in these situations. The open loop version succeeded in only 2 out of 10 

trials and the naive approach of GMM-sampling-based exploration succeeded in none of the 5 

trials. This shows the importance of exploiting the history of the real observed end-effector poses 

to compute control commands. This is particularly important for tasks requiring contacts with the 

environment, where the commands need to be re-evaluated according to the history of poses 

retrieved by the impedance controller. Notably, this allows the use of low gains to remain 

compliant and enable safe contacts. In the closed loop approach, the algorithm is aware of the 

locations that were previously effectively visited, which is exploited to fulfill the insertion task in 
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an online and robust fashion. A video of the experiment is available at 

https://www.youtube.com/watch?v=iQgDYqU9jOk. 

The approach and experiment have been published in [52] and is given in Appendix: Paper 

 

Figure 40: Snapshots of an insertion using ergodic control in closed loop 

3 DISCUSSION AND FUTURE WORK 

In this document, we presented new algorithms for autonomous assembly policy learning and 

policy improvement. Developed algorithms and technologies contribute to more efficient and 

robust autonomous learning processes of new tasks and autonomous improvement of existing 

tasks. We used reinforcement learning procedures, deep neural networks, statistical learning, 

stochastic probability models, and compliant control algorithms to achieve this goal. The 

algorithms were experimentally tested on various robotic assembly tasks, and the results were 

reported in scientific journals and recognized international conferences. The developed 

methodologies and algorithms will be further extended to meet the actual requirements of 

Collaborate use cases. 

The framework developed in Section 2.1 is based on autonomous exploration in constraint space, 

which exploits compliant control and RL. It is most effective when the range of possible 

movements is constrained. Such is the case with the task of disassembling already assembled 

objects but can be applied to many other tasks, such as manipulation, door and drawer opening, 

physical human-robot cooperation (HRC) tasks, etc. During the exploration, the robot implicitly 

estimates also the environmental constraints. This information can be used for online adaptation 

of the control parameters and is a subject of our future work in this task. We plan to test this 

framework in T6.1, T6.2, and T6.3. 

https://www.youtube.com/watch?v=iQgDYqU9jOk
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Policy improvement is an essential feature of advanced robots. In this way, the robot not only 

adapts to changes in the environment but can also autonomously improve a previously learned 

task. In Section 2.2, we presented an approach where we optimized the task's speed profile using 

RL. The disadvantage of this method is the relatively slow learning. In the continuation of the 

project, we will develop algorithms that combine the advantages of RL and ILC and use them to 

improve both the spatial and velocity components of the task. We plan to test this framework in 

T6.3 and T6.5. 

The methods developed in Section 2.3 for the learning and improvement of the policies are generic 

in the sense that they can be applied in most of the movement primitive representations exploited 

in the CoLLaboratE project. For example, one can use BGMMs to learn the shaping function in 

DMPs to encode variations in the demonstrations and the uncertainties in the model, which is 

absent in original formulations. Given the control policy learning framework proposed by the 

published work [23], we will combine learning from demonstrations tools with planning methods 

to better achieve the reaching task in cluttered environments, especially in the riveting task in 

T6.6. A limiting factor when learning robot skills from demonstrations lies in the number of 

demonstrations that a user is willing to show to the robot, typically low (around 20). By combining 

different learning modalities, we plan to alleviate this limitation and investigate how active 

learning from demonstrations and self-refinement learning strategies could be bridged together 

in a unified framework. We will also propose metrics for determining how many demonstrations 

are required for a good generalization of the task. This will be especially useful to inform the users 

about the percentage of the generalization achieved so far, and how much more they need to 

demonstrate the task, and from where. 

In many cases, the assembly task fails for various reasons that cannot be predicted in advance. As 

part of the Collaborate project, we have developed a methodology where the robot, with the help 

of an operator, learns how to react in unforeseen situations (Section 2.4). The method is based on 

understanding the context in which the error occurred and uses statistical learning methods to 

generalize exception strategies. The developed algorithms will be used primarily in task T6.3. 

The methods developed in Section 2.5 allow an ergodic exploration in the assembly tasks to 

improve the learned policies. The ergodic control method plays a crucial role in various industrial 

tasks as it produces suitable search patterns, e.g., peg-in-a hole task. These search patterns will be 

investigated in the T6.3, which requires challenging localization and insertion aspects. 
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