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EXECUTIVE SUMMARY 

The present document is a deliverable of the CoLLaboratE project, funded by the European 

Commission’s Directorate-General for Research and Innovation, under the Horizon 2020 

Research and innovation programme (H2020). This deliverable aims at presenting the results of 

Task T4.5 “Multimodal Learning of Assembly Tasks”. It is developed within the scope of WP4 

responsible for determining the “Teaching from Demonstration and Self-learning Framework”. 

As stated in the DoA, the main objective of task T4.5 is to increase the synergy between the 

different learning modules that are based in visual, tactile and kinesthetic data, by investigating 

deep neural network architectures in order to improve the overall performance of the system. 

The current document describes the theoretical and practical research conducted up to this 

stage, regarding machine learning approaches using multi-modal data. The focus has been on 

state-of-the-art 3D human pose estimation during visual demonstration of collaborative 
assembly tasks. The results are utilized by the functional components developed in task T4.1 

“Modelling of Collaborative Assembly Tasks through Human Demonstration” on teaching the 

robots from visual demonstrations. The 3D human pose estimation is based on the input of an 

RGBD sensor utilizing both RGB and depth information as inputs to a deep neural network 

learning scheme. A detailed description of the proposed approach is presented. Also, different 

components and models are described, which were tested or implemented in our system in 

order to assess its accuracy. In addition, extensive description of the two datasets that were used 

for the experiments is given, as well as a detailed evaluation report which can be deemed as the 

first step for us to infer the most efficient and accurate method for our system.  

Furthermore, this document presents a thorough research into state-of-the-art 6D object pose 

estimation methods, which could be used during visual demonstration of collaborative assembly 

tasks. A review on the aforementioned methods is provided as well as a detailed description of 

our efforts to implement a multimodal method that efficiently estimates 6D object pose, 

incorporating both modalities of RGB and depth images. Also a description of the benchmark 

dataset utilized for training and testing of the method is provided, whereas comparative results 

are reported concerning the performance of the tested architectures. 
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1 INTRODUCTION 

This deliverable (D4.10 – “Multimodal Learning of Assembly Tasks”) presents the datasets, 

methods, training and evaluation needed to implement 3D human pose estimation as well as 6D 

object pose estimation in collaborative assembly tasks.  

This Deliverable documents mainly the steps and actions performed in task T4.5.  

1.1 PURPOSE 
The purpose of this deliverable (D4.10 – “Multimodal Learning of Assembly Tasks”) is to provide 

an insight on the methods related to 3D human pose and 6D object pose estimation. Specifically, 

this document is intended to present in detail the datasets and deep learning methods, which 

are necessary to the above topics. 

1.2 UPDATES AND NEW SECTIONS 
This deliverable contains information presented in D4.9 with some updates and a new section. 

The new section is highlighted with blue color and refers to “6D object pose estimation”, which 

was not included in the preliminary version of D4.9. In order to make the document’s structure 

clearer for the reader, we now have a section dedicated to “Multi-modal Human Pose 

Estimation” and another one that focuses on “6D object pose estimation”, including all the 

details (in sub-sections) for each topic, without having separate sections, as it was in D4.9. 

1.3 DOCUMENT OVERVIEW 
In Chapter 2, a review on state-of-the-art methods for 3D human pose estimation is presented. 

Also the preprocessing, architecture and training of the proposed Fully Convolutional Neural 

Network are detailed. Composed and created datasets, which are designed for 3D human pose 

estimation in collaborative assembly tasks, are described. Finally, an extensive overview of the 

performance of the 3D human pose estimation method on the test sets of the aforementioned 

datasets. 

In Chapter 3, a presentation of state-of-the-art methods related to 6D object pose estimation is 

provided. Then, a thorough description of the method that was utilized as a basis to build our 

multimodal approach upon, is given. Also, an extensive report of the architectures that were 

implemented and tested is presented, providing useful comparative results. Lastly, the dataset 

used for testing and training purposes is described. 

In Chapter 4, a conclusion is drawn regarding the research results provided by this document 

and future work is reported. 

In the Annex, a preprint of a research paper named “ Multi-Modal 3D Human Pose Estimation for 

Human-Robot Collaborative Applications” accepted for publication in S+SSPR 2020 is provided. 
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2 MULTI-MODAL HUMAN POSE ESTIMATION 

Existing methods related to 3D human pose estimation from visual sensors can be divided into 

to two main categories according to their input; the ones with an RGB image as an input and 

those ones with an RGB+Depth image as input. 

In the first category, there have been numerous approaches contributed by the fact that it is 

easier to collect the required datasets. However, from the RGB input only 2D location of the 

human skeleton joints can be estimated. In order to get the joint location in the 3D space the 

most straight-forward solution is to directly regress 3D joint location from the input image with 

a Deep Neural Network, the first one to implement it was [1], setting the first baseline. The 

public availability of 2D human pose estimation datasets as well as the accuracy and robustness 

of the state-of-the-art 2D human pose estimation methods lead [2] to split the 3D human pose 

estimation problem to a 2D human pose estimation one and then lifting the predicted 2D poses 

to 3D poses. This was also facilitated by the existence of public 3D mocap datasets, which enable 

a network to be trained to lift 2D poses to 3D through simple memorization. In an attempt to 

overcome the need for vast datasets with 3D poses, unsupervised solutions have been proposed. 

Rhodin et al. [3] achieve that by utilizing images from multiple views to understand the 3D 

geometry of the bodies, while Pavllo et al. [4] estimate 3D poses from a sequence of predicted 2D 

keypoints. All these methods, however, predict keypoints in a scale and translation normalized 

frame or use assumptions to resolve the depth ambiguity, which is not compatible with robotic 

applications. 

This leads to RGB+D 3D pose estimation methods, which overcome this problem. A lack of 

publicly available datasets means that there has not been extensive research in this approach. 

An important work was proposed by Zimmermann et al. [5], where the prediction is comprised 

of 2 steps combining color and depth data. As in [2], the first step is to predict 2D human poses 

given a color image as input, while the second combines the output of the first step with the 

depth input to predict real world 3D coordinates. 

Our solution [39] takes an RGB image and a registered depth map as an input and predicts 3D 

human poses in absolute units. It improves upon the Zimmermann et al [5] implementation by 

using novel training datasets, using a more efficient 2D human pose estimation network and 

augmenting the network architecture. It is also a two-step implementation, where a 2D human 

pose estimation network predicts 2D poses from an RGB image, which are then fused with a 

registered depth map to predict the final 3D human poses.  

2.1 2D ΗUMAN POSE ESTIMATION 
The first step is to select which 2D human pose estimation solution to use. There are a 

considerable number of approaches, but we will focus on two of them OpenPose [6] and 

Alphapose [7] which are both open-source and publicly available. The former is the one used in 

the work of Zimmerman et al, while the latter is the state-of-the-art solution that we use instead. 
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2.1.1 OpenPose 

OpenPose is a real-time bottom-up approach which takes an RGB image as input and predicts 2D 

human poses regardless of the number of people in the image. It first predicts human joints and 

parts, then assembles the predictions into multiple human poses. They proposed using a 

nonparametric representation, dubbed Part Affinity Fields (PAFs), to learn to connect body parts 

with individuals in the image. They opted out for PAF-only refinement in contrast to PAF and 

body location estimation refinement in previous works. It resulted in an improvement in both 

runtime speed and accuracy. More specifically, the method takes the entire image as the input 

for a Convolutional Neural Network (CNN) to jointly predict confidence maps for body part 

detection and PAFs for part association. The CNN architecture iteratively predicts affinity fields 

and detection confidence maps which refine the predictions over successive stages with 

intermediate supervision at each stage. Non-maximum suppression is performed on the 

detection confidence maps to obtain a discrete set of part candidate locations. Each part is 

scored using the line integral computation on the PAF. The parsing step also performs a set of 

bipartite matchings to associate body part candidates. Finally, the body parts are assembled into 

full body poses for all people in the image. It achieved state-of-the-art performance in the COCO 

Figure 1 OpenPose - 2D human pose prediction on an image from the CMU dataset 

Figure 2 OpenPose - 2D human pose prediction on an image from the CERTH dataset 
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2016 keypoints challenge and significantly exceeded the previous state-of-the-art result on the 

MPII MultiPerson benchmark both in performance and efficiency in 2016. 

 

2.1.2 AlphaPose 

AlphaPose is a real-time top-down multi-person 2D pose estimator on RGB images. The runtime 

of Alphapose grows linearly with the number of people, but in our use-case of 2 people it is 

faster than the OpenPose implementation [6]. It first predicts bounding boxes of humans and 

then runs single-person human pose estimation on them. Human bounding boxes are obtained 

by a human detector. Then pose proposals are generated automatically. More specifically, the 

human bounding boxes obtained by the human detector are fed into a pipeline with a spatial 

Figure 3 AlphaPose - 2D human pose prediction on an image from the CMU dataset 

Figure 4 AlphaPose - 2D human pose prediction on an image from the CERTH dataset 
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transformer network (STN) [8], a single person pose estimator (SPPE) and spatial de-

transformer network (SDTN) and the pose proposals are generated automatically. These 

proposals are refined by a parametric pose non-maximum suppression to obtain the estimated 

human poses. For an image 𝐼 ∈ 𝑅𝐻×𝑊×3, we get a prediction matrix 𝑃 ∈ 𝑅𝐾×2, which holds the 

location of each keypoint and a confidence matrix 𝐶2𝐷 ∈ 𝑅𝐾×1 of each keypoint prediction. It 

achieved 82.1 and 72.3 mAP on MPII [9] and COCO [10] datasets respectively, while OpenPose 

[6] used in Zimmermann et al [5] reports 79.7 and 61.8mAP. An overview comparison of the two 

methods can be seen in the table below. 

 Mean Average Precision (mAP) Runtime speed 

(s/image) 

 MPII COCO 3 people image 

AlphaPose 82.1 72.3 ~0.07s 

OpenPose 79.7 61.8 ~0.25s 

2.2 3D ΗUMAN POSE ESTIMATION 

2.2.1 Data preprocessing 

The first step is to identify a root joint 𝑟 ∈ [0, 𝐾 − 1], which will help us create a voxel occupancy 

grid around it. In detail, the confidence of the prediction 𝐶𝑟 of the neck, right hip and left hip 

keypoints are evaluated and the first one, in the order they appear here, to be over a fixed 

threshold 𝑡ℎ = 0.5 is chosen as the root joint 𝑟. The back projection 𝑏𝑟 ∈ 𝑅3 of the root joint 2D 

prediction 𝑝𝑟 ∈ 𝑅2 to the closest depth value in the registered depth map 𝑑𝑟 is calculated 

(maybe elaborate how). A voxel occupancy grid 𝑉 ∈ 𝑅𝑆×𝑆×𝑆 is then created whose center is the 
backprojection 𝑏𝑟 of the root keypoint and the size of each voxel is set to 𝑣 centimeters. 𝑉 is a 

binary occupancy grid which means that 1 is the value of the voxel if there is at least a point 

found inside the voxel and 0 otherwise. The point cloud for calculating the voxel grid is created 

by transforming the registered depth map 𝐷 ∈ 𝑅𝐻×𝑊. Moreover, a voxel grid 𝑉𝑖 ∈ 𝑅𝑆×𝑆×𝑆, 𝑖 ∈

[0, 𝐾] for each predicted keypoint 𝑖 is created with the same size and center as 𝑉. First, the 

backprojection 𝑏𝑖 of the prediction 𝑃𝑖 of each keypoint 𝑖 to the depth value 𝑑𝑟 is calculated. The x 

and y components 𝑙𝑖
′ ∈ 𝐼2 are kept of an index 𝑙𝑖 ∈ 𝐼3 which is the index of the voxel containing 

the point 𝑏𝑖. A smooth 2D scoremap 𝑆2𝐷
𝑖 ∈ 𝑅𝑆×𝑆 is, then, created by placing a Gaussian function 

with 𝑚𝑎𝑥 = 1 and 𝑠𝑖𝑔𝑚𝑎 = 3 ∗ 𝑣 on each 𝑙𝑖
′. 𝑉𝑖 is finally compiled by tiling the scoremaps 𝑆2𝐷

𝑖  

along the z axis. All of the voxel grids are concatenated as follows: 

𝑉𝑖𝑛 = 𝑉 ⊗ (𝑉1 ⊗ 𝑉2 ⊗ … ⊗ 𝑉𝐾), 𝑉𝑖𝑛 ∈ 𝑅𝑆×𝑆×𝑆×(1+𝐾)  

This 4D matrix is the input to the human pose estimation network. 

2.2.2 Network Architecture 

The 3D human pose estimation network VoxelPoseNet proposed in [5] is a Fully Convolutional 

Neural Network with 3D convolutions, which is an encoder decoder architecture inspired by the 

U-net [11] that uses dense blocks [12] in the encoder. The encoder and decoder consist of 3 

blocks each, with skip connections between the ones with compatible input dimensions. The 4D 

matrix is the input of the encoder, where the spatial dimensions are reduced in each encoder 

block, while the channel dimensions are increased. The decoder blocks follow the opposite 

route, with the help of skip connection input. In Figure 5, the blocks of the network with the 

input and output dimensions are noted for S=64. Every encoder block consists of two 3D 

convolutional layers and a 3D Max Pooling operation with dense connections. The decoder 
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blocks consist of a transposed 3D convolutional layer to upsample their input, concatenate it 

with the skip connection input (except for decoder block 3) and pass it through a 3D 

convolutional layer. The conv upsample layers sequentially apply a 3D convolutional layer and a 

transposed 3D convolutional layer to the input providing the intermediate scoremaps 𝑆3𝐷
𝑖 . 𝑆3𝐷 is 

the element-wise addition of the intermediate scoremaps and the output of the final decoder 

block. These intermediate scoremaps are also used for better supervision of the training. 

 

Figure 5 Encoder and decoder blocks of the 3D human pose estimation network 

On the other hand, a squeeze-and-excitation (SE) block [13] is a building block for CNNs that 

improves channel interdependencies at almost no computational cost. The main idea is adding 

parameters to each channel of a convolutional block so that the network can adaptively adjust 

the weighting of each feature map. The VoxelPoseNet architecture is augmented by 

incorporating squeeze and excitation blocks, creating the VoxelPoseNet-SE architecture. The 

original block is augmented by changing every convolutional operation to a squeeze and 

excitation block. As seen in Figure 6, where on the left is an original encoder block, while on the 

right the proposed change, the output of the 3D convolutional layers (after the ReLU activation) 

are passed through a squeeze and an excite operation, producing per-channel modulation 

weights. These are applied to the identity of this output, allowing dynamic channel-wise feature 
recalibration. The reduction ratio used in the squeeze-excite block was 4. 
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Figure 6 Comparison of the original and augmented encoder block 

𝑉𝑖𝑛 ∈ 𝑅𝑆×𝑆×𝑆×(1+𝐾) is the input of VoxelPoseNet-SE and its output is a tile of 3D scoremaps 

𝑆3𝑑 ∈ 𝑅𝑆×𝑆×𝑆×𝐾, one for each keypoint, which hold the probability of each keypoint being in the 

voxels of the voxel grid. The indexes of the maxima of the scoremaps 

𝐼3𝐷
𝑖 = 𝑎𝑟𝑔𝑚𝑎𝑥(𝑆3𝐷[: , : , : , 𝑖]) ∈ 𝐼3 ∀𝑖 ∈ 𝐾 are translated to real-world coordinates 𝑝3𝐷

𝑖 ∈ 𝑅3 , 

while their values 𝐶3𝐷
𝑖 = max(𝑆3𝐷[: , : , : , 𝑖]) ∈ 𝑅, ∀𝑖 ∈ 𝐾  correspond to the confidence of the 3D 

network for each prediction. The final 3d keypoint estimation is calculated as follows: 

𝑝𝑓𝑖𝑛
𝑖 = {

𝑝3𝐷
𝑖 , 𝑖𝑓 𝐶3𝐷

𝑖 ≥ 𝐶2𝐷
𝑖  

𝑏(2𝐷)
𝑖 , 𝑖𝑓 𝐶3𝐷

𝑖 < 𝐶2𝐷
𝑖 , 

where 𝑏2𝐷 is the backprojection of the estimation of the 2D human pose estimation network to 

the depths estimated by the 3d human pose estimation network 𝑝3𝐷. A detailed analysis of the 

layers used in the network is presented in Table I. We must note that the reduction rate for the 

squeeze-excite blocks is 4 and that the part of the network producing the intermediate 

scoremaps was excluded from this table in favor of conciseness. 
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Table 1Detailed VoxelPoseNet-SE network architecture for S=64 and K=18 

Layer Input dim Output dim Kernel size Stride 

conv3_relu_11 64x64x64x19 64x64x64x64 3 1 

squeeze_exc_11 64x64x64x83 64x64x64x83 - - 

conv3_relu_12 64x64x64x83 64x64x64x64 3 1 

squeeze_exc_12 64x64x64x64 64x64x64x64 - - 

max_pool3_1 64x64x64x64 32x32x32x64 2 2 

conv3_relu_21 32x32x32x64 32x32x32x128 3 1 

squeeze_exc_21 32x32x32x192 32x32x32x192 - - 

conv3_relu_22 32x32x32x192 32x32x32x128 3 1 

squeeze_exc_22 32x32x32x128 32x32x32x128 - - 

max_pool3_2 32x32x32x128 16x16x16x128 2 2 

conv3_relu_31 16x16x16x128 16x16x16x256 3 1 

squeeze_exc_31 16x16x16x384 16x16x16x384 - - 

conv3_relu_32 16x16x16x384 16x16x16x256 3 1 

squeeze_exc_32 16x16x16x256 16x16x16x256 - - 

max_pool3_3 16x16x16x256 8x8x8x256 2 2 

upconv_1 8x8x8x256 16x16x16x256 4 2 

conv3_relu_4 16x16x16x384 16x16x16x128 3 1 

squeeze_exc_4 16x16x16x128 16x16x16x128 - - 

upconv_2 16x16x16x128 32x32x32x128 4 2 

conv3_relu_5 32x32x32x192 32x32x32x64 3 1 

squeeze_exc_5 32x32x32x64 32x32x32x64 - - 

upconv_fin 32x32x32x64 64x64x64x64 4 2 

conv3_relu_fin 64x64x64x64 64x64x64x18 1 1 

squeeze_exc_fin 64x64x64x18 64x64x64x18 - - 
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2.2.3 Training details 

All the trainings were run with size 𝑆 = 64 and keypoints 𝐾 =  18. The 18 keypoints are the 

body landmarks of the COCO dataset [10], which include the following body parts: nose, left eye, 

right eye, left ear, right ear, left shoulder, right shoulder, left elbow, right elbow, left wrist, right 

wrist, left hip, right hip, left knee, right knee, left ankle, right ankle. The input image size 𝐻 × 𝑊 

was chosen 1080 × 1920, since the CMU dataset (see Section 2.3) was used for training, but any 

image size can be used at inference time. The size of the voxel was randomly sampled in the 

range [0.0275, 0.04125] to encourage the network to learn the 3D representation for multiple 

scales and avoid overfitting. The Adam optimizer was used with learning rate 𝑙𝑟 =  0.0001 with 

a decay rate of 0.1 every epoch. The training ran for 𝑒 =  5 epochs with batch size 𝑏𝑠 =  2. The 

3D ground-truth positions were transformed to the voxel grid’s coordinates and a 3D gaussian 

function was placed on the index 𝐼𝑐 ∈ 𝐼3of each keypoint with 𝑚𝑎𝑥 = 1 and 𝑠𝑖𝑔𝑚𝑎 = 3 ∗ 𝑣, 

creating the scoremaps 𝑆𝑔𝑡
𝑖 ∈ 𝑅64×64×64. Tiling all these scoremaps 𝑆𝑔𝑡

𝑖  along a new axis, 

produced 𝑆𝑔𝑡 ∈ 𝑅64×64×64×18. Finally, the loss consisted of the sum of 𝑙2 losses between the 3 

intermediate and final predicted score volumes 𝑆3𝐷
𝑖  of the network (Figure 5) and the ground-

truth scorevolumes 𝑆𝑔𝑡 

𝐿 = ∑(𝑆3𝐷
𝑖 − 𝑆𝑔𝑡)

2

𝑖

 

2.3 DATASETS 
In order to test our method, experiments were conducted on a large multi-view dataset with 

available ground-truth 3D-pose annotations as well as a brand-new dataset recorded by our 

team. The first dataset allowed us to train our network on accurate and sufficient data, which is 

a contributory factor in achieving robust human pose estimation. Additionally, the second one 

allowed our team to test the performance of the proposed method on the exact collaborative 

task for which it is intended. 

2.3.1 CMU Panoptic dataset 

The CMU panoptic is a massively multi-view capture including 480 VGA cameras, 31 HD cameras 

and 10 Kinect v2 RGB+D sensors, distributed over the surface of a geodesic sphere maintained 

by the Carnegie Mellon University [14] [15] [16]. In details, this dataset includes videos in which 

more than 60 subjects participate, performing various scenarios in groups or alone. 

Furthermore, the dataset is provided with 3D human pose ground truth data, acquired via 

triangulation using all camera views. 

Code is provided in order to align data from different sensors together using timestamps, while 

software was developed for depth and color image registration. As far as our experiments, both 

Figure 7 RGB image and registered depth map in CMU dataset 
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Figure 8 RGB image and registered depth map in CERTH dataset 

colored and depth frames, retrieved from the Kinect v2 RGB+D sensors, were utilized having a 

resolution of 1920x1080 and 512x424 respectively at 30 fps. Since the proposed method is 

dedicated to human-robot collaborative applications, sequences that depict two subjects 

working cooperatively were preferred for training and testing purposes as shown in Figure 7. 

Moreover, the dataset is split by camera views and includes 8750 frames from each one of 10 

cameras. For ensuring diversity in poses, 1 frame was sampled every 10 frames from each 

camera for each scenario. As a result, data from the first 9 cameras consisted of 7875 frames in 
total was determined to be utilized in training and data from the 10th camera consisted of 875 

frames in testing, so there is no overlap between them. 

 

2.3.2 CERTH dataset 

Apart from the CMU Panoptic dataset, a novel dataset was recorded, which involves 2 actors 

performing a collaborative task of LCD TV assembly. For the acquisition of this dataset a single 

RGBD sensor has been used resulting in only 1 viewpoint, as shown in Figure 8. The TV assembly 

task is a new task that was not part of the CMU Panoptic dataset, thus we can use this new 

dataset for testing the generalization capabilities of our learning approach. 

An Orbbec Astra (0.6m-8m) was used in order to record both RGB (1280x720) and depth 

(640x480) data at 30 fps. Additionally, software was developed for depth to color registration as 

well as manual annotation of human skeleton joints, which eventually could be used as ground 

truth data. The final dataset includes 700 frames and was utilized only as a testing dataset, while 

1 frame every 10 frames was sampled and was manually annotated for evaluation purposes. 

Because the CERTH dataset is single view, we managed to manually annotate 70% of the total 

number of joints, whereas the rest of them are deemed as occluded. 
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2.4 RESULTS 
In this section, both quantitative and qualitative results are presented. To be able to assess the 

quality, accuracy and performance of the proposed method, experiments were conducted on the 

datasets mentioned in section 2.3. All experiments were run with size 𝑆 = 64 and keypoints 

𝐾 = 14 as both the eyes and ears were excluded because they are of lesser importance for the 

task in hand. Moreover, the size of the voxel was 𝜐 = 0.034375. 

2.4.1 Evaluation metrics 

In order to evaluate our method, the most common metric mentioned in the literature is the 

mean per joint position error, known as MPJPE. For a frame f and a skeleton S, MPJPE is 

computed as 

𝐸𝑀𝑃𝐽𝑃𝐸(𝑓, 𝑠) =
1

𝑁𝑆
∑ ‖𝑚𝑓,𝑆

(𝑓)
(𝑖) − 𝑚𝑔𝑡,𝑆

(𝑓)
(𝑖)‖

2

𝑁𝑆

𝑖=0

 

, where NS is the number of joints in skeleton S. For a set of frames the error is the average over 

the MPJPEs of all frames. Furthermore, mean Euclidean distance with respect to each joint for all 

bodies involved in the tested sequence of frames is calculated as a measure of the overall 

performance of the tested models. Besides the aforementioned metrics, the percentage of bodies 

that were predicted out of the total ground-truth bodies is reported, which can be deemed as an 

indicative metric of the performance of the proposed 3d human pose estimation method. 

Specifically, a body is missed if a root joint could not be found from the 2D human pose 

estimation, meaning that all 3 joints’ (neck, left hip, right hip) prediction had a confidence lower 

than 𝑡ℎ = 0.5. 

2.4.2 CMU test dataset 

As it is mentioned in subsection 2.3.2, a sequence of frames from a single view was isolated from 

the whole CMU dataset in order to be utilized as a test dataset. The models, related to the 

experiments on this test dataset, are the original implementation [5], referred to from now on as 

“VoxelPoseNet-Op” as well as the same network trained on the CMU dataset referred to as 

“VoxelPoseNet-Op-CMU”. Furthermore, an implementation that incorporates AlphaPose as the 

2D pose estimator instead of OpenPose, is trained on CMU dataset and is referred to as 

“VoxelPoseNet-Ap-CMU”, is included in the experiments. Lastly our implementation which is 

referred to as “VoxelPoseNet-SE-Ap-CMU” is trained on the CMU dataset and incorporates both 

AlphaPose and squeeze-excite blocks. 

 MPJPE Bodies found % 

VoxelPoseNet-Op 0.197 97.0 

VoxelPoseNet-Op-CMU 0.0912 97.0 

VoxelPoseNet-Ap-CMU 0.0792 96.1 

VoxelPoseNet-SE-Ap-CMU 0.0782 96.1 

Table 2: MPJPE on the CMU test dataset. 

As it is shown in the above table, training the network on CMU data drops the error related to 

the original implementation more than half, improving the accuracy of the model. Using 

AlphaPose, as a 2D human pose estimation network, results in further decrease of 13% in 

MPJPE. However, it predicts 1% less bodies.  Concerning utilization of squeeze-excite blocks, 

further improvement is achieved equal to 1%.  
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 CMU test 
dataset 

VoxelPoseNet-
Op 

VoxelPoseNet-Op-
CMU 

VoxelPoseNet-Ap-
CMU 

VoxelPoseNet-SE-
Ap-CMU 

Nose 0.128 0.067 0.064 0.063 

Neck 0.143 0.065 0.058 0.058 

rShoulder 0.124 0.068 0.06 0.062 

rElbow 0.138 0.088 0.075 0.076 

rWrist 0.195 0.116 0.092 0.091 

lShoulder 0.101 0.063 0.058 0.056 

lElbow 0.143 0.08 0.071 0.068 

lWrist 0.244 0.124 0.099 0.096 

rHip 0.136 0.083 0.076 0.074 

rKnee 0.316 0.093 0.088 0.087 

rAnkle 0.425 0.142 0.111 0.114 

lHip 0.128 0.079 0.074 0.072 

lKnee 0.232 0.094 0.081 0.081 

lAnkle 0.313 0.117 0.102 0.097 
Table 3: Mean error with respect to each joint detected in CMU test dataset, expressed in meters. 

Improvement across the examined models can also be realized if the mean Euclidean distance 

between all detected joints and the respective ground truth is considered as an evaluation 

metric. The resulting values are reported in Table 3, where the color of each cell depends on 

whether its value is higher or lower than the respective one in the previous column. As it is 

expected, there is a significant decrease in the error when the network is trained on CMU data, 

as it is shown in the second column of Table 3. Undoubtedly, there is further improvement when 

“VoxelPoseNet-Ap-CMU” implementation as AlphaPose offers higher accuracy. Finally, 

incorporating both AlphaPose and squeeze-excite blocks achieves better results in most cases or 

slightly worse results in three of them which are colored in red, compared to “VoxelPoseNet-Ap-

CMU” implementation. 

As it can be seen in the above figures, the proposed method is superior to the original one, on 

CMU data, because it detects joints such as knees and ankles accurately, shaping robust 3D 

human poses. 

Figure 9: Qualitative comparison between VoxelPoseNet-Op and VoxelPoseNet-SE-Ap-CMU on CMU data (1). 
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2.4.3 CERTH dataset 

Capturing a new dataset, named CERTH dataset, including collaborative tasks allowed us to test 

our implementation on a totally unseen environment with unseen human actors and different 

camera specifications. The tested models were the same as presented in 2.4.2 and the evaluation 

results are reported in the following table. 

 MPJPE Bodies found % 

VoxelPoseNet-Op 0.219 81.7 

VoxelPoseNet-Op-CMU 0.0884 81.7 

VoxelPoseNet-Ap-CMU 0.0781 88.0 

VoxelPoseNet-SE-Ap-CMU 0.0709 88.0 
Table 4: MPJPE on the CERTH dataset. 

 CERTH 
dataset 

VoxelPoseNet-
Op 

VoxelPoseNet-Op-
CMU 

VoxelPoseNet-Ap-
CMU 

VoxelPoseNet-SE-
Ap-CMU 

Nose 0.059 0.035 0.065 0.085 

Neck 0.128 0.108 0.106 0.089 

rShoulder 0.072 0.041 0.047 0.047 

rElbow 0.101 0.062 0.068 0.061 

rWrist 0.113 0.057 0.05 0.047 

lShoulder 0.132 0.059 0.092 0.073 

lElbow 0.097 0.052 0.068 0.039 

lWrist 0.112 0.05 0.062 0.038 

rHip 0.228 0.106 0.112 0.102 

rKnee 0.357 0.191 0.128 0.128 

rAnkle 0.811 0.131 0.058 0.052 

lHip 0.133 0.117 0.117 0.112 

lKnee 0.352 0.165 0.095 0.089 

lAnkle 0.736 0.125 0.059 0.062 
Table 5: Mean error with respect to each joint detected in CERTH dataset, expressed in meters. 

Figure 10: Qualitative comparison between VoxelPoseNet-Op and VoxelPoseNet-SE-Ap-CMU on CMU data (2). 
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Figure 11: Qualitative comparison between VoxelPoseNet-Op and VoxelPoseNet-SE-Ap-CMU on CERTH data (1). 

First of all, training the model on CMU dataset greatly reduces the error by 59.6% on the CERTH 

dataset, proving that training with the CMU dataset is a significant contribution to learning 

collaborative tasks and helps the model adapt properly to new, previously unseen data, as it can 

be seen in the second row of Table 4 and the values located in the second column of Table 5. 

Concerning the 2D human estimation network, although AlphaPose seems to increase slightly 

the mean error in half of the joints, it decreases the MPJPE by 11.7% and predicts 6.3% more 

bodies compared to OpenPose. Also, AlphaPose detects joints with higher confidence than 
OpenPose in this challenging dataset, which is captured in lower resolution than CMU test 

dataset and from a different view. Eventually, AlphaPose exceeds OpenPose in performance as it 

is capable of operating in more diverse views and circumstances. However, this was not 

noticeable in CMU test dataset where the resolution is higher and there was a multi-view setup. 

Lastly, incorporating the squeeze-excite blocks lead to further improvement of the error by 

9.2% compared to VoxelPoseNet-Ap-CMU model, which is much higher than the respective 

improvement of 1% achieved in the CMU test dataset. Considering that, it is safe to conclude that 

squeeze-excite modifications contribute significantly to the generalization capability of the 

network. A qualitative comparison between the original implementation on the left and our 

proposed model on the right, can be seen in the following figures. 

 

Figure 12: Qualitative comparison between VoxelPoseNet-Op and VoxelPoseNet-SE-Ap-CMU on CERTH data (2). 
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2.4.4 Deployment Requirements 

For the purposes of task T4.5, deep neural network architectures have been chosen to be 

investigated, requiring high computing power in order to achieve good performance results. 

Considering that, the minimum PC requirements that allow all the tested methods included in 

this deliverable to be executed are the following: 

Minimum PC Requirements  

OS Ubuntu 16.04 

RAM 6GB 

GPU Nvidia with minimum VRAM 3GB 

CUDA 10.0 

Interpreter Python3 

 

Regarding the experiments presented in section 2.4, a CUDA-enabled PC was utilized, including 

an Intel® Core™ i5-9600K CPU @ 3.70GHz combined with GeForce GTX 1060 3GB. It also 

has Ubuntu 16.04 installed, Python3.6 and 16 GB RAM. 
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3 6D OBJECT POSE ESTIMATION 

6D pose refers to the posture of an object, specifically on the basis of a translation vector and a 

rotation vector. Accurate pose estimations are essential for a variety of applications such as 

augmented reality, autonomous driving and robotic manipulation. Besides traditional methods 

that mainly rely on template matching techniques [17, 18, 19, 20] and have shown sensitivity to 

cluttered environments and appearance changes, learning-based approaches have achieved 

great performance in 6D pose estimation.  

Learning-based approaches can be classified into three categories: keypoints-based approaches, 

holistic approaches, and RGB-D-based approaches. Keypoint-based approaches establish 2D-3D 

correspondences between images and then measure the pose according to these 

correspondences. Specifically, 2D feature points in the input image are extracted and then 6D 

pose is regressed using a PnP algorithm. BB8 [21] leveraged CNN to predict the 2D projections 

of eight vertices of the 3D bounding box of the object, which showed robust results on 

textureless symmetrical objects. BB8 restricted the range of the rotation angle of the training 

data and used a classifier to predict the rotation angle during the estimation step. However, 

when the object is partially invisible, BB8 may not obtain the correct 3D bounding box, which 

would have an adverse influence on PnP (Perspective-n-Point). To solve this problem, Hu [22] et 

al. proposed a method that segmented the image into several patches and made them predict 

both to which object they belonged and where the 2D projections were. Then, all the patches 

belonging to the same objects would be combined to measure the 6D pose based on PnP. PVNet 

[23] predicted the direction of each pixel to each keypoint; thus, the spatial probability 

distribution of 2D key points can be obtained in a manner like RANSAC (Random sample 

consensus). According to the distribution, uncertainty-driven PnP could be used to measure the 

6D pose. Predicting the direction of pixels and keypoints makes the local features more 

prominent. Even if one feature point is invisible, it can be positioned by means of another visible 

part. Jeon et al. [24] proposed a method involving learning orientation-induced primitives, 

rather than employing 3D bounding boxes, and calculated the rotation and translation vector in 

different modules. 

Unlike keypoint-based approaches, holistic approaches adopt an end-to-end architecture that 

makes them faster than keypoint-based approaches. Kendall et al. [25] proposed PoseNet, which 

introduces a CNN architecture to directly regress a 6D camera pose from a single RGB image, a 

task similar to object pose estimation. However, directly localizing objects in 3D is difficult due 

to a lack of depth information and the large search space. To overcome this problem, PoseCNN 

[26] localizes objects in the 2D image and predicts their depths to obtain the 3D location, which 

is also difficult, since the non-linearity of the rotation space makes CNNs less generalizable. Liu 

et al. [27] proposed SSD, which was the first method to associate bounding box priors with the 

feature maps of different spatial resolutions in the network that was able to detect objects in 

images with great accuracy, using a single deep neural network. Kehl et al. [28] proposed SSD-

6D, which extended the SSD method to 6D pose estimation and allowed for easy training and 

handling of symmetries.  

RGB-D-based learning approaches combine color information and depth information to estimate 

the pose of objects, and are able to solve the problem of insufficient information in approaches 

that only use color information. In [29], Wang et al. proposed a novel method named 

DenseFusion that provided a two-stage method for measuring the 6D pose. In the first stage, 

DenseFusion uses a heterogeneous network to deal with the RGB data and point cloud data, and 

to save their original structure. In the second stage, a full convolutional network is used to map 

each pixel in RGB crop to colored feature space and uses a network based on PointNet to map 
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each point in the point cloud to geometrical feature space. Then it merges the feature points in 

the colored feature space and the geometrical feature space and outputs a 6D pose estimation 

result. In addition, it finally refines the result by loop learning. In [30], Chen et al. proposed a 6D 

pose estimation framework named G2L-Net. Firstly, it extracts the coarse point cloud from RGB-

D images. Then, the point cloud is added into the network to achieve 3D segmentation and object 

translation predictions. Finally, the fine point cloud is transferred into a local canonical 

coordinate to estimate initial object rotation. In [31], PVN3D was proposed, in which the method 
based on 2D key points was extended to 3D key points, making full use of geometric constraint 

information of rigid objects and improving the accuracy of the 6D estimation significantly. 

Depth encoding strategies 

Concerning the utilization of depth images as input to deep learning networks, additional 

preprocessing steps have to be usually applied. This is because a pretrained (e.g. on ImageNet) 

deep network recognizes objects in RGB images that follow a specific input distribution, which is 

incompatible with data coming from depth sensors, which essentially encodes distance of 

objects from the sensor. The most typical and simple solution to this problem is to render depth 

data into grayscale and replicate the grayscale values to the three channels required as network 

input. Also, using surface normal where each dimension of a normal vector corresponds to one 

channel in the resulting image was examined in [40]. A more innovative method, called HHA 

encoding [41], encodes in the three channels the height above ground, horizontal disparity and 

the pixelwise angle between a surface normal and the gravity direction. However, the 
aforementioned methods are computationally expensive or require additional preprocessing to 

be effective. To address these issues, an effective and inexpensive method was proposed in [37], 

which first normalizes all depth values to lie between 0 and 255. Then, a jet colormap is applied 

in the depth image that transforms the input from a single to a three-channel image. For each 

pixel (i,j) in the depth image, the distance value is mapped to color values ranging from red 

(near) over green to blue (far), essentially distributing the depth information over all three RGB 

channels. In this way, a common structure between depth and RGB images is created allowing a 

network designed for RGB images to learn suitable feature representations. In addition, a 

method that transforms depth data into a representation which is easily interpretable by a CNN 

trained on color images was proposed in [38] in the context of RGB-D object recognition. After 

detecting the ground plane and segmenting the object, they render it from a canonical pose and 

color it according to distance from the object center. 

3.1 PVNET 
As presented in the introduction of section 3, PVNet proposed in [23] is considered as one of the 

most innovative methods related to 6D pose estimation, achieving state-of-the-art results. For 

this reason, it has been selected as the core of our research into deep learning architectures for 

multimodal object 6D pose estimation. 

3.1.1 Description 

This method is a novel framework for 6D pose estimation, adopting a two-stage pipeline. Firstly, 

a Pixel-wise Voting Network (PVNet) is used to perform semantic segmentation and vector-field 

prediction. Specifically, for a pixel 𝐩, it outputs the semantic label that associates it with a 

specific object and the unit vector 𝑽𝑘(𝐩) that indicates the direction from the pixel 𝐩 to a 2D 

keypoint 𝑥𝑘 of the object. These keypoints are defined based on the 3D object model, as at the 

very beginning of the training process, 𝐾 = 8 keypoints are selected using the farthest point 

sampling (FPS) algorithm, taking object center as the initial keypoint; and used as ground truth 

since they have been projected to the corresponding RGB images. Given semantic labels and unit 
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vectors, keypoint hypotheses are generated in a RANSAC-based voting scheme [32], in which all 

pixels of the object are finally involved.  

 

Figure 13: Unit vectors pointing keypoints for each pixel prediction (b). 2D keypoints localization in a RANSAC-based 
voting scheme (c). 2D and 3D keypoints correspondence (d), (e). Robust handling of occlusion (g) and truncation (h). [23] 

At this point, a spatial probability distribution of each keypoint is also calculated. By doing this, 

an uncertainty-driven (Perspective-n-Point) PnP can be used during the second stage of the 

pipeline to estimate the 6D pose of an object, taking into consideration the fact that different 

keypoints may have different confidences and uncertainty patterns. Thus, given an estimated 

mean 𝜇𝑘 and covariance matrix 𝑆𝑘 for 𝑘 = 1, ⋯ , 𝐾, the 6D pose (𝑅, 𝑡) is computed by minimizing 

the Mahalanobis distance: 

𝑚𝑖𝑛𝑖𝑚𝑖𝑧𝑒𝑅,𝑡 ∑ (�̃�𝑘 − 𝜇𝑘)𝑇𝐾
𝑘=1 𝑆𝑘

−1(�̃�𝑘 − 𝜇𝑘), 

�̃�𝑘 = 𝜋(𝑅𝑿𝑘 + 𝒕), 

where 𝑿𝑘 is the 3D coordinate of the keypoint, �̃�𝑘 is the 2D projection of 𝑿𝑘, and 𝜋 is the 

perspective projection function, while 𝑅 and 𝒕 are initialized by EPnP [33], based on four 

keypoints. Then the above equation is solved using the Levenberg-Matquardt algorithm 

supported by the iterative solver Ceres [34]. The proposed method robustly, as it can be seen in 

(g) and (h) of Figure 13.  
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3.1.2 Network Architecture 

 

Figure 14: Keypoint localization overview: (a) Input image. (b) PVNet architecture. (c) Pixel-wise unit vectors pointing to 
the object keypoints. (d) Semantic labels. (e) Hypotheses of the keypoint locations generated by voting. (f) Probability 
distributions of the keypoint locations estimated from hypotheses. [23] 

Pixel-wise Voting Network (PVNet) is a fully convolutional architecture network that, assuming 

there are 𝐶  classes of objects and 𝐾  keypoints, takes as input the 𝐻 × 𝑊 × 3 image and 
generates a 𝐻 × 𝑊 × (𝐾 × 2 × 𝐶) tensor representing unit vectors as well as a 𝐻 × 𝑊 × (𝐶 + 1) 

tensor including class probabilities. A modified pretrained ResNet-18 [35] is used as a backbone 

network. Specifically, when the feature map of the network reaches the size 𝐻/8 × 𝐻/8, it is not 

downsampled anymore by deactivating the appropriate pooling layers. Also, in order to keep the 

receptive fields unchanged, the subsequent convolutions are replaced with suitable dilated 

convolutions. Next, skip connection, convolution and upsampling are repeatedly performed on 

the featured map until its size reaches 𝐻 × 𝑊, as it is depicted in Figure 14 

Concerning the training process, the following loss function is selected to be utilized for learning 

unit vectors: 

𝑙(𝑤) = ∑ ∑ 𝑙1(Δ𝑣𝑘(𝑝; 𝑤)|𝑥) + 𝑙1(Δ𝑣𝑘(𝑝; 𝑤)|𝑦)

𝑝∈𝑂

𝐾

𝑘=1

, 

Δ𝑣𝑘(𝑝; 𝑤) = �̃�𝑘(𝑝; 𝑤) − 𝑣𝑘(𝑝), 

where 𝑤 are the PVNet parameters, �̃�𝑘 is the predicted vector, 𝑣𝑘 is the ground truth unit vector, 

while Δ𝑣𝑘|𝑥 and Δ𝑣𝑘|𝑦 are the two elements of Δ𝑣𝑘, respectively. Lastly, a softmax cross-

entropy loss is utilized for training semantic labels. 

3.2 PROPOSED MULTI-MODAL APPROACH 
Our proposed approach improves upon PVNet by leveraging depth information and applying 

late fusion. Building upon PVN3D instead, which is a state-of-the-art multi-modal 

implementation, was avoided due to inference runtime considerations. For instance, PVN3D 
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achieves 5fps with an RTX2080Ti for predicting the pose of one object, while PVNet can run 

25fps for one object with an inferior GTX1080Ti as reported by the original authors. Robotic 

applications demand lightweight solutions which may need to run on more restricted hardware 

on which PVN3D could fail to be real-time or even launch due to high GPU memory 

requirements. 

3.2.1 Multi-modal data fusion 

The design of the architecture for multi-modal data fusion follows two main approaches: early 

fusion, where the data from different modalities are fused before they are passed to the model 

or late fusion where the data from different modalities are, first, separately preprocessed by the 

model and then fused. In our case, the second case was chosen, since there exists a solution for 

RGB data and early fusion would mean that this solution would not be applicable. More 

specifically, in order to apply early fusion the input of the model would need to change and thus 
the model architecture, which means that any pretrained model on this task or similar tasks 

(such as Imagenet) would automatically be rendered useless. 

PVNet uses the ResNet-18 pretrained model as a backbone to encode the features of the RGB 

image, which are passed to the decoder where upsampling and convolutions are repeatedly 

applied until the input image size is reached. Our approach proposes that the depth information 

is preprocessed and encoded and then fused with the RGB features in the decoder layers. This 

idea is inspired from an RGBD object recognition approach [37] where both the RGB input and 

the depth input are passed through two Imagenet pretrained CNNs and the encoded features are 

then concatenated. Consequently, the depth data will pass through a parallel ResNet-18 

pretrained model and the outputs of the RGB model and Depth model will be concatenated in 

the channel dimensions and fed to the decoder layers which also have skip connections with the 

layers of both the encoders. Of course, these layers must be adapted to accept a doubled amount 

of channels, so it is not possible to load PVNet pretrained weights for the decoder layers. 

In order to leverage the network’s pretraining on Imagenet, the depth input must be 

appropriately colorized. The depth data are originally one-channel matrices, in our case 

registered to the RGB image, where each pixel indicates the absolute depth value in the 

corresponding pixel in the RGB image. The preprocessing involves at least two steps: i) the 

normalization, and ii) the transformation to a 3-channel image. Naïve approaches to 

normalization would be to use the maximum depth value of each image or set a fixed value as 

the maximum, thus enabling the depth data to become an 1-channel grayscale image. However, 

the first approach will result in a variable scale of the depth values, while the second will restrict 

the possible depth values if the limit is set low or decrease the resolution of the values if it is set 

high. Schwartz et al. [38] solve this problem by calculating the distance of each pixel from an axis 

which passes through the center of the object point cloud in question and vertical to an 

estimated horizontal plane. Although this solution is specific to their use-case, it points to using 

a meaningful reference around which the depth can be normalized. Our approach uses the 

predicted mask which is already the output of the PVNet model during inference (or the ground-

truth masks during training), in order to define the reference point for depth normalization. The 

centroid of the segmentation mask is calculated and the mean depth of the 10 closest points of 

the mask to the centroid is used to define a reference depth value. The absolute depth values are 

transformed to relative ones by calculating the difference between them and the reference depth 

value 𝑑𝑟𝑒𝑙 = 𝑑𝑎𝑏𝑠 − 𝑑𝑟𝑒𝑓 . In order to increase the resolution of the depth values around the 

object, we limit the relative values from −𝐷/2 to 𝐷, where D is the diameter of the object/class 

in question: 

𝑑𝑟𝑒𝑙[𝑑𝑟𝑒𝑙 ≥ 𝐷] = 𝐷 𝑎𝑛𝑑 𝑑𝑟𝑒𝑙 [𝑑𝑟𝑒𝑙 ≤ −
𝐷

2
] = −𝐷/2 
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Finally, in order to create the one-channel grayscale image, we rescale from [−𝐷/2, 𝐷] to [0,1] 

using the following equation 𝑑𝑟𝑒𝑙 =
𝑑𝑟𝑒𝑙+

𝐷

2
3𝐷

2

. The transformation to a 3-channel image is 

performed by applying a jet colormap [42] to the normalized grayscale image. This distributes 

the depth information to all channels equally and colorizes the input which can help the 

ImageNet pretrained model adapt more easily to the new type of input.  

 

Figure 15:Top left: RGB input / Top right: Grayscale depth input normalized with current image's maximum / Bottom 
left: Greyscale depth image normalized to reference point (centroid of the ‘cat’) / Bottom right: Final preprocessed 

depth image. 
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3.2.2 Network architecture 

 

Figure 16: The mm-PVNet network architecture during training. 

The proposed multi-modal Pixel-wise Voting Network (mm-PVNet) is a fully convolutional 

architecture network that, assuming there are 𝐶 classes of objects and 𝐾 keypoints, takes as 

input a 𝐻 × 𝑊 × 3 RGB image and a 𝐻 × 𝑊 × 1 depth matrix and generates a 𝐻 × 𝑊 × (𝐾 × 2 ×

𝐶) tensor representing unit vectors as well as a 𝐻 × 𝑊 × (𝐶 + 1) tensor including class 

probabilities. The depth input is first colorized, as described in section 3.2, which transforms it 

to an 𝐻 × 𝑊 × 3 image. During training, the ground-truth masks are used for the colorization of 

the depth image, as it can be seen in Figure 16. A modified ResNet-18 [35] is used as a backbone 

network for both the RGB and the depth encoder and bottleneck. Specifically, when the feature 

map of the network reaches the size 𝐻/8 × 𝐻/8, it is not downsampled anymore by deactivating 

the appropriate pooling layers. Also, in order to keep the receptive fields unchanged, the 

subsequent convolutions are replaced with suitable dilated convolutions. The RGB encoder and 

bottleneck is loaded from a pretrained PVNet model and are frozen during the training process, 

while the depth encoder and bottleneck are loaded from a pretrained Imagenet ResNet-18 

model. The outputs of the RGB bottleneck 𝐻/8 × 𝑊/8 × 384 and the depth bottleneck 

𝐻/8 × 𝑊/8 × 384 are concatenated in the channel dimension 𝐻/8 × 𝑊/8 × 768 and fed to the 

fusion decoder. Skip connections from both encoders are also concatenated in the same fashion 

(in the channel dimension). Next, skip connection, convolution and upsampling are repeatedly 

performed on the 
𝐻

8
×

𝑊

8
× 768 fusion decoder input until its size reaches 𝐻 × 𝑊. 

Concerning the training process, the following loss function is selected to be utilized for learning 

unit vectors: 

𝑙(𝑤) = ∑ ∑ 𝑙1(Δ𝑣𝑘(𝑝; 𝑤)|𝑥) + 𝑙1(Δ𝑣𝑘(𝑝; 𝑤)|𝑦)

𝑝∈𝑂

𝐾

𝑘=1

, 
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Δ𝑣𝑘(𝑝; 𝑤) = �̃�𝑘(𝑝; 𝑤) − 𝑣𝑘(𝑝), 

where 𝑤 are the PVNet parameters, �̃�𝑘 is the ground truth unit vector, while Δ𝑣𝑘|𝑥 and Δ𝑣𝑘|𝑦 

are the two elements of Δ𝑣𝑘, respectively. Lastly, a softmax cross-entropy loss is utilized for 

training semantic labels. 

3.2.3 Inference network architecture 

The inference architecture is different from the training architecture, since there are no ground-

truth masks available at runtime. Consequently, a pretrained PVNet network is used to predict 

the initial object masks, which will be used for the depth colorization. When running the PVNet 

network, we also keep the intermediate outputs of the PVNet encoder and the output of the 

PVNet bottleneck. The depth input is colorized using the masks predicted by the PVNet network. 

Then, it is fed as input to the depth encoder of the mm-PVNet. The intermediate outputs of the 

depth and PVNet encoders as well as the output of the depth and PVNet bottlenecks are 

concatenated, respectively, as it is depicted in Figure 17. The concatenated bottleneck output is 

fed to the fusion decoder, while the concatenated intermediate encoder outputs are passed to 

the fusion decoder as skip connections. 

 

Figure 17: The mm-PVNet network architecture during inference. Top: Masks of the target object (cat) are predicted 
from PVNet trained on RGB, in order to be fed to the depth colorization module, which generates the colorized depth 

image. Bottom: Colorized depth and the RGB image are fed to the multi-modal network and the 6D object pose is 
estimated, using late fusion. 
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3.3 DATASETS 
LINEMOD [36] is the dataset, selected for both training and testing purposes. It is a standard 

benchmark for 6D pose estimation that comprises 15 sequences of poorly textured objects in a 

cluttered scene. 

The RGB images in each object sequence contain multiple objects, as it can be seen in Figure 18, 

however, only one object is annotated with the ground-truth class label, bounding box, and 6D 

pose. Moreover, the respective depth images are provided, as well as the 3D model related to 

each object. Both colored and depth images have a resolution of 640 × 480. The camera intrinsic 

matrix is also provided with the dataset. Our models were trained and tested on object “cat”. The 

dataset for the specific object consists of 1179 images in total, 177 of them are utilized for 

training while 1002 for testing purposes. 

3.4 EVALUATION 
In this section performance of the architectures, implemented for multimodal 6D object pose 

estimation, is assessed by reporting comparative results utilizing the appropriate evaluation 

metrics. 

3.4.1 Evaluation metrics 

The evaluation of the tested architectures was conducted using the following common metrics. 

2D distance: This metric computes the mean distance between the projections of 3D model 

points given the estimated and the ground truth pose. (measured in pixels) 

2D Projection: A pose is considered as correct if the 2D distance is less than 5 pixels. 

3D distance: To calculate this metric, points of the model of the target object are transformed 

by the estimated and the ground truth poses, respectively and the mean distance between the 

two transformed point sets is computed. (measured in meters) 

ADD(x): When the 3D distance is less than x% of the model’s diameter, it is claimed that the 

estimated pose is correct. For symmetric objects, the ADD-S metric is used, where the mean 

distance is computed based on the closest point distance. 

Translation distance: The translation difference between ground truth and predicted poses. 

(measured in cm) 

Angular distance: The angular difference between ground truth and predicted poses. 

(measured in degrees) 

Figure 18: Left: RGB image. Middle: depth image. Right: "Cat" object model. 
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5 cm 5 degree: If translation and angular difference do not exceed 5cm and 5 degrees 

respectively, the prediction can be considered successful. Finally, this metric indicated the 

percentage of the successful predictions. 

mask-IoU: This metric calculates the IoU between ground truth and predicted mask for each 

frame. 

mask apX: If the mask-IoU exceeds a threshold X, the prediction can be considered successful. 

3.4.2 Training parameters 

The 1179 real images of the “cat” dataset are split to 177 training images and 1002 test images, 

as is the convention for this dataset, since usually there are more synthetic images available for 

training. Every input is augmented online to increase the robustness of our training and help 

balance the ratio of training to testing images. The augmentations include random cropping, 

resizing, rotation which are applied to both inputs and blurring and color jitter which are 

applied only to the RGB images. For training the unit vector prediction a smooth 𝑙1 loss is 

adopted, while a softmax cross-entropy loss is used for training semantic labels. We set the 

initial learning rate as 0.001 and halve it every 20 epochs. All models are trained for 240 epochs. 

For preprocessing the depth input the ground-truth masks are used during training. 

3.4.3 Results 

Our baseline model is the original PVNet trained on RGB images only, which we will be referring 

to as pvnet. Our augmentation of the model by adding a parallel encoder for incorporating depth 

information and the appropriate depth preprocessing form the multi-modal PVNet (mm-pvnet-

init) trained on RGBD images. Another two variants arise when loading the RGB encoder from 

the pretrained weights of PVnet and in the first case letting the weights continue training with 

the RGBD input (mm-pvnet-pre), while in the latter case freezing its weights (mm-pvnet-pre-

frz). All of the above multi-modal implementations were using the ground-truth masks in order 

to apply the depth preprocessing, but this is not realistic for a real-world application. So, we also 

evaluate how the multi-modal approach performs when we feed the masks predicted from a 

PVnet trained on RGB (pvnet) during inference (mm-pvnet) and in both training and inference 

(mm-pvnet-pre-frz-pred-msk). 

3.4.3.1 Improvement upon baseline 

We will be comparing our final implementation multi-modal RGB-D implementation (mm-

pvnet) against the original PVnet (pvnet).  

Model 2D proj. ADD (10/20) 3D dist. cm 5cm and 5˚ mask AP (70/80/90) 

pvnet 0.92  0.2/0.39 4.9 0.31 0.999/0.983/0.75 

mm-pvnet 0.97 0.42/0.72 2.4 0.72 0.997/0.984/0.83 

As it can be seen in the table above, the proposed multi-modal approach halves the 3D distance 

metric and improves over two times the 5cm5degree metric. It also slightly improves the 2D 

projections and the accuracy of the predicted masks, since in the case over 80 % or 90 % IOU 

overlap is required between the predicted and the ground truth masks. 

The following table compares in more detail the performance of the two approaches. For each 

metric, we calculate the percentage of the predictions for which an approach was better than the 

other. For these predictions, we also report the mean improvement that this approach achieves 

in the parenthesis. 
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Model 2D dist. 3D dist. Transl. dist. Ang. Dist. Mask IoU 

pvnet 22% (0.71 pixels) 29% (2 cm) 29% (1.9 cm) 24% (2.4˚) 25% (0.01) 

mm-pvnet 78% (1.25 pixels) 71% (4 cm) 71% (3.7 cm) 76%(4.2˚) 75% (0.01) 

It is clear that the multi-modal approach consistently outperforms the original PVNet method, 

since it achieves better results in roughly three out of four cases. Even in the cases where the 

original PVNet is better, its mean improvement is less that the respective one of the proposed 

approach. For instance, concerning the 3D distance metric, the original PVNet is better for 29 % 

of the cases, in which the 3D distance is on average 2 cm lower than the multi-modal one. While, 

for the same metric, the multi-modal approach is better for 71% of the cases, in which the 3D 

distance is on average 4 cm lower than the original one. 

3.4.3.2 Ablation study 

In this section, we present an ablation study on the ways of training the multi-modal PVNet 

architecture. In this study we are comparing PVNet with different versions of mm-PVNet. In mm-

pvnet-init we have used the mm-PVNet architecture but we have not utilised the weights of the 

pre-trained PVNet encoder, we instead let the network learn these weights during training at the 

same time with the ones of the colorized depth encoder. In mm-pvnet-pre, although we have 

utilised the weights of the pre-trained PVNet encoder, we do not freeze them, but also allow 

them to be learned during the mm-PVNet training. In mm-pvnet-pre-frz, not only we utilised the 

weights of the pre-trained PVNet encoder, but we also froze them, not allowing to be updated 

during the mm-PVNet training. During inference for testing these variants we utilised the 

ground truth mask instead of the predicted one by the PVNet in order to generate the colorized 

depth inputs. This way we measured purely the effect of the additional modality without the 

influence of the predicted masks accuracy. For completeness in the last row of the ablation 

results table the mm-pvnet results that were obtained with the predicted masks during testing 

are also included even though they were already presented in the main comparison with the 

PVNet in the previous subsection. 

Model 2D proj. ADD (10/20) 3D dist. 5cm 5˚ mask AP (70/80/90) 

pvnet 0.919 0.2/0.39 4.9 cm 0.31 0.999/0.983/0.746 

mm-pvnet-init 0.954 0.27/0.5 3.9 cm 0.45 0.995/0.982/0.797 

mm-pvnet-pre 0.979 0.36/0.62 2.9 cm 0.62 0.997/0.984/0.826 

mm-pvnet-pre-frz 0.973 0.42/0.72 2.4 cm 0.74 0.997/0.984/0.829 

mm-pvnet 0.969 0.42/0.72 2.4 cm 0.72 0.997/0.984/0.826 

It is clear that we get considerable improvements by taking advantage of the depth information 

in all the metrics when comparing PVnet to mm-pvnet-init. For instance, the mean 3D distance 

between the predicted and ground-truth points of the model have a 20% drop for the multi-
modal variant. Improving upon the initial multi-modal approach, the loading of the RGB encoder 

from the pretrained PVnet (mm-pvnet-pre), instead of just pretrained on Imagenet, further 

increases the performance of the model, achieving an impressive 38% decrease in the mean 3D 

distance metric. Keeping the RGB encoder frozen compared to letting it retrain along the depth 

encoder has similar results and it allows us to avoid spending extra resources. Then, we use a 

frozen pre trained RGB encoder, achieving better results in most metrics and an over 50% 

decrease of the 3D distance metric. Finally, the decrease in performance from using the 

predicted masks during inference is very slight compared to using the ground-truth mask also 
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during inference (i.e. comparing mm-pvnet to mm-pvnet-pre-frz). This is understandable since 

the masks are used only for calculating their centroid, which in turn controls the normalization 

of the depth input before colorization. From the metrics of the pvnet model, we can see that the 

predicted masks are quite accurate, which means that in most cases the centroid will not be too 

different than the one using the ground-truth masks. 
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4 CONCLUSION AND FUTURE WORK 

In conclusion, we have developed and implemented a 3D human pose estimation method, which 

predicts 3D human poses in real-world units from multi-modal data (RGB+Depth) and improves 

upon the state-of-the-art. The main contributions are: 

 extending a sequence for 3D human pose estimation of the CMU panoptic dataset [14] 
focusing on collaborative tasks 

 creating a novel RGB-D (CERTH) dataset of a collaborative task with manual annotations 

 using a more accurate 2D human pose estimator (AlphaPose [7]) 

 enhancing the architecture of the 3D human pose estimator VoxelPoseNet [5] by 
incorporating squeeze-excitation blocks and boosting performance 

 evaluating on publicly available datasets to allow reproducibility, while achieving 
increased accuracy 

More specifically, training the proposed network on a novel extended (CMU) dataset allowed us 

to improve threefold upon the state-of-the-art on RGB-D 3D human pose estimation. 

Furthermore, we have achieved up to 67.6% reduction in MPJPE and 6.3% increase in predicted 

bodies in an unseen collaborative testing dataset.  

In addition, we have developed and tested a multi-modal 6D object pose estimation method, 

which takes as input RGB-D data and estimates the 6D pose of an object. The main contributions 

are: 

 extending the PVNet model architecture by adding a parallel depth encoder to the 
existing RGB encoder and fusing their outputs in the subsequent layers 

 developing a depth preprocessing module, which transforms absolute depth data to 
colorized images (RGB) 

 conducting an ablation study on ways to incorporate both RGB and depth modalities 

using PVNet network as baseline 

Specifically, the proposed multi-modal approach achieves superior results compared to the RGB 

PVNet approach, halving the 3D distance metric and improving over two times the 5cm 5degree 

metric. For future work, we plan to conduct an ablation study on the depth preprocessing, as 

well, while also training our approach with different objects. 

Given that Task T4.5 is planned to be concluded on M36, with the submission of the current 

deliverable D4.10, any further improvement of the developed ones and application in the 

CoLLaboratE use cases, will be addressed by the efforts in WP6 – “System integration, 

demonstration and evaluation” and reported in the corresponding deliverable. 
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ANNEX 

PREPRINT OF A RESEARCH PAPER 
The following research paper [39] was presented in “Structural, Syntactic, and Statistical Pattern 

Recognition. S+SSPR 2021” and has been published in “Lecture Notes in Computer Science, vol 

12644. Springer, Cham”. 
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