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Executive Summary 

The present document is a deliverable of the CoLLaboratE project, funded by the European 

Commission’s Directorate-General for Research and Innovation, under the Horizon 2020 

Research and innovation programme (H2020). This deliverable aims at presenting the results of 

Task Τ4.1 “Modelling of Collaborative Assembly Tasks through Human Demonstration”. It is 

developed within the scope of WP4 responsible for determining the “Teaching from 

Demonstration and Self-learning Framework”. This deliverable presents a detailed description of 

the process used for Teaching by Demonstration and the individual modules that make it up. In 

particular, here are presented the vision-related features and the methods used for extracting 

them during demonstration. Key-frame extraction, also presented here, deploys the above 

features to add semantic information on the collaboration aspects of the process. Results from 

this task will be employed for task execution and production planning in WP5. 

Visual Sensors and Setups 

We start by presenting the sensors used for the extraction of visual-features and mentioning any 

technical details needed for comprehending the methods presented next. We also provide a 

description about the demonstration and execution setups. 

Visual Perception 

We describe in detail the visual perception methods used in the TfD process to extract visual 

information on the assembly parts. The methods are Object Detection, 6DoF Initial Pose 

Estimation and Object Tracking.  

Key-frame Extractor 

Finally, the key-frame extraction process is presented with all the technical implementations and 

a comprehensive explanation of the semantic information added on the collaboration aspect of 

the process. 

All the methods developed within the scope of Task 4.1 and presented in this deliverable, are 

tailored for addressing collaborative assembly tasks.  Currently, they have been tested only on 

Challenge 3 “Performing LCD TV Assembly”. However, the methods can be easily parametrized to 

apply to the other Challenges as well, and we will also test them on those application scenarios 

during system integration and validation. 
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1. INTRODUCTION 

Utilizing conventional industrial robots heavily depends on hard automation requiring time-

consuming programming and reprogramming performed by experienced software engineers. 

Teaching Robots from (Visual) Demonstration is an alternative for equipping robots with 

autonomous capabilities for performing the demonstrated tasks, instead of manually 

programming a desired behavior. The idea is to derive robot controllers from observing humans 

with the aim of adapting to novel cases with minimum expertise. The work presented in this 

deliverable addresses how to extract semantic information from visual observations for 

collaborative assembly tasks and automatically generate the code for a robotic program to 

execute the demonstrated task in collaboration with the human workers. 

The report begins with a presentation of the visual sensors used for recording the demonstrations 

and their specifications. It then continues with a description of the visual-features extraction 

process and a detailed account of each individual module involved. Finally, it ends with a step-by-

step presentation of the key-frame extraction process, providing explanatory insight on the 

semantic information produced by it. A synoptic flowchart of the Teaching from Demonstration 

module is presented in Figure 1. 

 

Figure 1. Overview of the proposed teaching from visual demonstration framework. 
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2. VISUAL SENSORS & SETUPS 

Initially, the setup included only one camera, specifically Orbbec Astra. However, because of the 

distance of the objects from the camera and the size of the objects, Astra’s resolution was not 

adequate for the objects’ detection. Moreover, during demonstration, there are two persons in the 

scene, and Astra could not be placed in one position to allow skeleton tracking of both persons in 

every frame. As a result, we went with a setup that includes two cameras to solve both problems 

mentioned above. 

2.1. RGBD CAMERA SENSORS 
RGBD sensors are used for obtaining RGB and depth data that describe the scene for both 

demonstration and execution. These sensors use structured light techniques for depth 

computation. The coding procedures are typically based on projecting either a single pattern or a 

temporal sequence of patterns to provide 3D surface data. The patterns that are projected in the 

scene during this procedure are known, usually grids or horizontal bars. The deformation of the 

projected patterns when striking surfaces allows vision systems to calculate the depth and surface 

information of the objects in the scene. Thus, the depth images can be constructed. 

A common problem in setups that contain more than one RGBD sensor projecting patterns on the 

scene at the same time, is interference (or crosstalk), and it is caused when the pattern projected 

by one of the cameras is read by the sensor of another camera. We tested our cameras, and such 

a problem didn’t occur. The pattern of the D435 camera only appeared vaguely in the RGB image 

of the MYNT EYE P camera but that didn’t pose any problems neither in demonstration nor 

execution. 

 

2.1.1. MYNT-EYE P 

 

Figure 2. MYNT-EYE P camera 

The MYNT-EYE P is optimized for close range depth data within three meters of the sensor. In the 

optimal range, the accuracy is less than one millimeter. The IR pattern illumination assists the 

high resolution image and subsequent depth data processing on the camera. 
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Video Resolution 2560 x 720 @ 60 FPS 

Depth Resolution Up to 1280 x 720 @ Up to 60 FPS 

Diagonal, Horizontal, Vertical FoV D:86° H:75° V:40° 

Range 0.2 ~ 4.2 m 

Output Format YUYV / MJPG 

Table 1. MYNT-EYE P camera specification 

MYNT EYE P camera output is used mainly for extracting visual information on the objects that 

are part of the assembly process in the scene and on one of the two persons. The camera is 

placed in a distance with relevance to the scene such that the depth sensor output has optimal 

accuracy. As regards the camera settings, IR intensity was set to the maximum value, and we get 

an RGB image from the left camera and a depth image both at 60 fps and both with a resolution 

of 1280 x 720.  

High resolution of RGB and depth sensor was necessary for the perception algorithms because 

of the distance of the scene from the camera which is between 2-3 meters and the size of the 

objects which, apart from the TV chassis, the largest PCB is 27.5×15cm.  

2.1.2     Intel RealSense D435 

 

Figure 3. Intel RealSense D435 camera 

RGB Sensor Resolution 1920 × 1080 @ 30 FPS 

Depth Output Resolution Up to 1280 × 720 @ Up to 90 fps 

RGB Sensor FOV (H × V × D) 69.4° × 42.5° × 77° (± 3°) 

Range Approx. 10 meters. Accuracy varies 
depending on calibration, scene, and lighting 
condition. 

Output Format YUY2 

Table 2. Intel RealSense D435 camera specification 

Intel RealSense D435 is used for extracting visual information on the other person taking part in 

the assembly. The camera’s output, RGB and Depth image, has a 640 × 480 resolution and is 

streamed at 30fps. 
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2.2      DEMONSTRATION SETUP 
The cameras are placed in different positions with respect to the scene so that all visual 

information can be extracted with the required accuracy and consistency along with frames. An 

example setup with a view from both cameras can be seen in Figure 4, where a demonstration of 

a TV assembly based on the ARCELIK use case is presented. As seen in the figure, the MYNT EYE 

camera is placed in a position relative to the scene so that at least one person taking part in the 

assembly and the workspace are fully visible. Before the demonstration starts, the assembly parts 

are placed in the workspace in positions where there are no occlusions and are clearly visible 

from the MYNT EYE camera. The RealSense camera is placed so that the other person taking part 

in the assembly is fully visible. 

 

Figure 4. Demonstration setup example, Left: View from MYNT-EYE camera, Right: View from RealSense camera 

2.3      EXECUTION SETUP 
The execution setup is almost identical with the demonstration setup. The main difference is that 

the person placing the PCBs on the TV frame has been replaced by a robotic manipulator. Thus, 

there is no need for the second camera that was tracking that person. Another difference is that 

the PCBs are not visible when the execution starts but they enter the MYNT EYE P camera FoV one 

at a time. 

 

  

Figure 5. Execution setup example. In the second frame the robotic hand brings the PCB in the scene. 
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3. VISUAL PERCEPTION 

In this section we present the methods used for extracting all the necessary visual information on 

the objects taking part in the assembly. Each method’s output might be used as input to another 

method but eventually it will be deployed by the key-frame extractor. All methods have been 

developed for both on-line and off-line processing. 

3.1       OBJECT DETECTION 
In our approach, object detection is the first step in estimating an object’s pose. The desired output 

of this method is a mask for each assembly object appearing in the scene. These masks are then 

used by the Initial Pose Estimation and the Object Tracking methods in order to partition the 

object’s point cloud from the scene point cloud. The partitioned cloud will then be used to estimate 

the object’s pose. 

The approaches in the mask generation problem separate in three sets depending on the data 

being deployed. The first set of approaches uses only RGB information, the other set uses only 

depth info and the third set uses both types of information. We chose to go with the first approach 

(only RGB info used) because, in the last few years, it is the most researched topic and because 

methods within this approach that come from the deep learning field are abundant and well 

documented. Note that object detection is usually described as the problem of locating each object 

instance in an image and drawing a bounding box around it but here we refer to it in a different 

sense that is closer to semantic segmentation.  

Semantic segmentation is defined as the problem of labeling each pixel of an image with a 

corresponding class of what is being represented. From the definition, we notice that semantic 

segmentation does not detect objects in an image, it works at a pixel level. Consequently, two 

identical objects in an image would not be separated, they would simply be marked as belonging 

in the same class. Instance segmentation, on the other hand, requires that each object instance is 

detected separately. 

 

Figure 6. Explanatory image on differences between semantic segmentation, object detection and instance segmentation 

In our case, because each object of interest appears only once in each frame (one instance of each 

object in a frame) a semantic segmentation method can be applied. This offers the speed necessary 

for execution without dropping in accuracy, which is not the case with the instance segmentation 

methods. 
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Thus, object detection, as specified above, in both demonstration and execution, is accomplished 

through a method that was developed to solve the problem of semantic segmentation of an image. 

In the paragraphs below, we describe the data we used for training as well as the data generation 

process we followed. Moreover, we present in detail the semantic segmentation algorithm and 

some experimental results on the datasets we formed. The full presentation of the algorithm’s 

experimental evaluation, along with more research results, can be found in the Appendix as a 

research paper submitted for review.  

As stated above, the semantic segmentation method comes from the deep learning field. It is 

known that methods coming from this field, in most cases, require large datasets to train and work 

with the same accuracy in different setups. Especially in real-world applications environment 

conditions such as background, occlusions, illumination, object pose, etc. vary substantially. 

Moreover, ground truth data acquisition can be highly cost defective in terms of time and 

resources, and is susceptible to human error. Recently, deployment of synthetic data in the 

training process has established as a common approach for dealing with these problems. With the 

drastic advancements in computer graphics, it is possible to take advantage of high fidelity 

computer simulation for obtaining data collection. This is less time and resource consuming in 

comparison to data collection in real world. 

The framework used to generate the synthetic data facilitates the use of High Dynamic Range 

Imaging (HDRI) [[1]], and it was also developed within the scope of Task 4.1. 

First of all, in order to simulate data acquisition of a real object of interest, the 3D model of this 

object is a necessity. The more photo-realistic the model, the more resemblance the resulting 

dataset will have to an equivalent real life acquired one. To create a photo-realistic model we 

employed photogrammetry [2]. 

However, photogrammetry algorithms have difficulties reconstructing flat objects from images. 

To overcome this problem, we had the TV placed on a flat surface due to its weight and the PCBs 

hanging from a high point. Then, we obtained around 100 photos for each object, using different 

camera orientations and distances from them. We processed the images using the free version of 

the photogrammetry tool 3D Zephyr [3], tuning the parameters of feature matching in order to 

ensure that all the acquired images can be registered successfully. In this way, we extracted a 3D 

model for each side of a flat object. We then used a variant of Iterative Closest Point [4] to stitch 

these models together, creating a complete model. This process resulted in high detailed, photo-

realistic textured 3D models for all the objects of interest (Figure 7). 
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Figure 7. The pipeline for creating photorealistic 3D models of flat and bulk objects using photogrammetry 

HDRI is a panoramic image that incorporates all viewpoints from a single point. It incorporates a 

vast amount of data (usually 32 bits per pixel per channel) that can then be used to illuminate the 

CG scene. Creating high-quality HDRI from the start is a challenging task, but currently, there are 

many open access online repositories that can provide high quality HDRIs. The type of data that 

this dataset provides for every different camera position (for every image) is as follows: RGB 

image, Depth image, Depth image with added noise, Mask image, Bounding box, Bounding 

polygon, Object pose, and the Camera pose. Additionally, the camera intrinsic parameters, all the 

used HDRIs, and the detailed textured 3D models of the objects are provided. 

In order to evaluate our method but also to assess the contribution of the synthetic dataset in the 

results improvement, we created five different datasets. As a further step, we used additional 

augmentation in some of them in order to extend them. The additional augmentation steps 

included flipping of the images, adding Gaussian Blur, changes in the brightness of either the 

whole image or separately at each of the image channels, which resulted in a change of color, and 

furthermore, affine transformations like shear (Figure 8). 

● (1) Real Image Dataset Augmented: We manually annotated 210 images from different 

real setups of the assembly, resulting in 10710 images with the augmentation. 

● (2) Synthetic Image Dataset: We used 3 distances for the camera and a total of 10 HDRIs 

for the illumination, resulting in 7480 synthetic images. 

● (3) Synthetic Image Dataset Augmented: We augmented the Synthetic Image Dataset, 

leading to 14960 synthetic images. 

● (4) Synthetic Image Dataset with Real Data Augmented: We extended the Synthetic Image 

Dataset Augmented with 10 real images and their augmentations, resulting in 15970 total 

images. 

● (5) Synthetic Image Dataset without HDRIs Augmentation: We created another version of 

the Synthetic Image Dataset Augmented without the use of HDRIs, that was used as a 
control in order to examine their contribution; after augmentation, this dataset resulted 

in 1496 total images. 
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Figure 8. First row: real images with augmentation (dataset 1). Second row: synthetic images (dataset 2). Third row: 
synthetic images with augmentation (dataset 3). Fourth row:  a mix of real and synthetic images with added 

augmentation 

The algorithm used is called PSPNet [5] which is a deep learning model developed to deal with the 

task of scene parsing in mind, but it can also be applied to any task belonging in the broader field 

of semantic segmentation.  As many state-of-the-art models in this field it is based on the fully 

convolutional network (FCN) [6] using a ResNet [7] architecture that utilizes dilated convolutions 

[8] as an encoder and Pyramid Pooling Module in the decoder. One of the main drawbacks of most 

methods based on the FCN, is the lack of a global-scene-level prior, thus leading to common issues 

like misclassification because of mismatched relationships or inconspicuous objects of arbitrary 

size. To tackle this problem PSPNet proposes the Pyramid Pooling Module, which effectively fuses 

features under different pyramid scales providing the ability to collect contextual information. 

The other main contribution of this method is a kind of deeply supervised training strategy for 

ResNet-based FCN, which is broadly useful under different experimental settings. 
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Figure 9. PSPNet Architecture 

All trained models were tested at the same evaluation set, comprising 50 real world images of 

various configurations that were manually annotated to extract a ground truth mask for every 

object. For our PSPNet’s encoder we used a pre-trained on ImageNet [9] dataset, ResNet-50, with 

the dilated network strategy. Details for the parameters we used during PSPNet training are 

included only in the confidential version of this deliverable. 

For the evaluation of PSPNet we used mean Intersection over Union (mIoU), which is the standard 

metric in semantic segmentation. In order to be able to determine the effect that HDRI 

illumination augmentation has, we initially trained on a dataset that included only synthetic 

images that were not augmented with the HDRI information. In Table 3, is notable the difference 

between our proposed augmentation and the absence of it. Since we found distinct evidence that 

HDRI augmentation can increase the performance of a network, we decided to proceed with our 

evaluation. From these findings, we can safely conclude that the new augmentation approach that 

we proposed can increase the performance of models that utilize it for training. 

Summarizing, from the results shown in Table 4, we can see that our model performs comparably 

in “Real Image Dataset Augmented” and “Synthetic Image Dataset with Real Data Augmented”, 

while the performance drops significantly when trained only on synthetic images. Additionally, as 

seen in Table 5, it encountered the most difficulties when segmenting the green PCB object. This 

probably happens because in many real images, in both the training and the evaluation set, the 

PCB’s metallic surfaces cause light reflections that alter the image features. From the above 

observation, we can conclude that under a controlled environment our approach for training with 

a Synthetic dataset augmented with photorealistic illumination can achieve comparable results 

with a real-images-only dataset on the semantic-instance segmentation task while avoiding the 

costs of manual segmentation by offering automatic annotation for the training images. 

 (3) 
Synthetic Image 

Dataset Augmented 

(5) 
Synthetic Image 

Dataset without HDRIs 
Augmentation 

Green PCB 29.7 3.4 

Yellow PCB 77.8 36.5 

TV 74.8 18.8 

Overall 69.7 24.6 

Table 3. Effect of using HDRI augmentation on PSPNet (mIoU) 
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(1) 
Real Image Dataset 

Augmented 

(2) 
Synthetic Image 

Dataset 

(3) 
Synthetic Image 

Dataset 
Augmented 

(4) 
Synthetic Image 

Dataset 
with Real Data 

Augmented 

82.4 67.9 69.7 86.2 

Table 4. PSPNet results in all datasets (mIoU) 

 (1) 
Real Image 

Dataset 
Augmented 

(2) 
Synthetic Image 

Dataset 

(3) 
Synthetic Image 

Dataset 
Augmented 

(4) 
Synthetic Image 

Dataset 
with Real Data 

Augmented 

Green PCB 65.7 32.3 29.7 67.4 

Yellow PCB 73.5 69.1 77.8 86.7 

TV 91.7 73.9 74.8 91.8 

Table 5. PSPNet results in all datasets per object (mIoU) 

  

  

  

  

Figure 10. First row: PSPNet trained on dataset 1. Second row: dataset 2. Third row: dataset 3. Fourth row: dataset 4. In 
each triplet of images, one can find the input RGB image, the hand-annotated ground truth, and the PSPNet prediction. 

3.2       6DOF INITIAL POSE ESTIMATION 
The initial pose estimation method we implemented is quite simple, and it is based on a common 

aspect of the assembly parts, their orthogonal shape. In short, we fit a bounding box around each 

object’s reconstructed point cloud to gain info about the object’s position and orientation. We then 

extract the rest of the info needed from the RGB image and make the final estimation for their 
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pose. An example of masked point clouds with their estimated bounding boxes can be seen in 

Figures 11 and 12. 

 

Figure 11. TV point cloud with estimated bounding box 

  

Figure 12. PCB point cloud with estimated bounding box 

There are some differences in the initial pose estimation method when applied to the TV and PCBs. 

A common step in both cases is the preprocessing of the object mask image coming from the object 

detection module. First, we apply morphological operations on the object mask to remove any 

small blobs coming from the misclassification of regions and close any small holes that will make 

pose estimation more difficult. At last, if more than one blob is left in the mask image, we sort 

them by area and select the one with the largest area. 



 

Learning Collaborative Assembly Tasks from Demonstration 

Version: 1.0 

 

CoLLaboratE  19 

 

  

Figure 13. TV mask as returned from the detection module, Right: TV mask after preprocessing 

For the TV chassis, in a demonstration, we use the first depth image of the sequence along with 

the corresponding object mask coming from the object detection module and the MYNT EYE P 

camera intrinsics to reconstruct the object’s point cloud in the scene. We then use a PCL method 

to extract the points of a plane found in the object point cloud. This is done in order to remove any 

outliers and have a clearer point cloud that will help bounding box estimation. Then, the point 

cloud passes through a simple outlier removal filter, which considers a point as inlier if the 

number of neighbouring points that lie in a distance from it is larger than a threshold. We finally 

pass the object point cloud through a voxel grid to speed up the bounding box estimation. The PCL 

methods’ parameters mentioned above are all set according to the needs of each demonstration 

example. With the preprocessing mentioned above, we have a clean point cloud where we can 

make a confident bounding box estimation. For the bounding box estimation, we used the 

Minimum Volume Box method from the Geometric Tools library [10]. The pose of the bounding 

box is the estimation for the TV chassis pose. For the above estimation to be final, the estimated 

orientation should be such that the TV chassis is looking upwards, and its correct side is looking 

towards the camera. If that doesn’t hold true we need to apply a rotation transformation to the 

orientation estimation in order for the pose estimation to be correct. 

 

  

Figure 14. Left: TV chassis point cloud as reconstructed from the depth image, Right: TV chassis point cloud after plane 
extraction and outlier removal 
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In execution, the steps followed for the initial pose estimation are the same as those in the 

demonstration with one modification. When reconstructing the object point cloud from the depth 

image, instead of using one depth image and its corresponding mask, we collect depth and mask 

images for a number of frames and use them to reconstruct the object point cloud in order to filter 

out outliers and other noisy inputs. As a result, the object point cloud consists of many more points 

which makes the Minimum Volume Box estimation slower but more precise, which is necessary 

because of possible noise in camera images during execution. The same modification can be 
applied during the demonstration but precision offered from just one frame is sufficient in that 

case. In execution, if the chassis estimated pose is not the desirable one according to the 

requirements mentioned above (TV chassis is looking upwards and its correct side is looking 

towards the camera) then the estimation needs to be repeated. 

For the PCBs, the process is the same for both demonstration and execution and it uses only one 

frame to make the pose estimation. There are however some differences from the process applied 

to the chassis pose estimation. First, instead of the minimum volume box method for bounding 

box estimation, which is time costly, a simpler and faster PCL method is applied. The PCL method 

uses PCA analysis to determine the extent and the orientation of the bounding box’s main axis. 

Second, we make the assumption that the PCB side looking at the camera will always be the front 

side. With this assumption in mind, we apply the estimated pose’s corresponding affine 

transformation on the PCB’s 3D model. We start rotating and projecting the object’s 3D model on 

a black image, the same size as the RGB image. We extract the HOG feature vector of the RGB 

masked image and the HOG vector of the masked projected image. We then calculate the euclidean 

distance between those two vectors to find at which angle the distance is minimum. In this way, 

we get the final estimation for the object’s pose. In Figure 15 we show the region of interest in the 

RGB image and the projected image, with the minimum HOG feature vector distance. 

 

 

Figure 15. Up: HOG visualization on camera RGB image, Down: HOG visualization on 3D model projected image 
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In Figures 16, 17 and 18 we can see the initial pose estimation results for the first frame of an 

example demonstration. 

 

Figure 16. TV 2D projection and 3D model aligned 

 

Figure 17. Signal PCB 2D projection and 3D model aligned 

 

Figure 18. Power PCB 2D projection and 3D model aligned 

3.3       OBJECT TRACKING 
The goal of object tracking is to track the pose of each assembly part for both demonstration and 

execution. The required input for the method to track an object is the object’s initial pose, the 
object’s 3D model, the camera’s intrinsic parameters, and the RGB-D frame along with the object’s 

mask image generated from the object detection method. 
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Our basic approach is a Particle Filter method with Kullback-Leibler Adaptive Sampling to adapt 

the particle number, depending on the state uncertainty [12]. In order to extend our base 

approach, we use color information (though currently with a very low weight due to light 

flickering). We also apply occlusion detection and rejection of particles using normals and a-priori 

mask information. Finally, we detect object collisions to prepare the tracker for stopping. 

In Figure 19, we can see some results of the object tracking method on a demonstration example. 

 

Figure 19. Tracked Object Volumes projected onto the image plane 

3.4       IMAGE DATA ACQUISITION USING ROS FRAMEWORK 
The image data acquisition is made with the help of the ROS Framework. ROS offers drivers for a 

large variety of RGBD cameras and a user friendly framework. With ROS we can synchronize1 

multiple views from multiple cameras and observe the scene from multiple points of view.  

In our implementation, it is essential to synchronize the frames from the RGB and depth image 

from one or two sensors and store them with the same id. This allows the key-frame extractor to 

use synchronized information from multiple views. The frames from different sensors should 

correspond to the same moments in time. 

Based on the speed that humans perform a task demonstration and the tracking algorithms, the 

frame rate of 10Hz has been chosen for recording RGBD data. All sensors that have been tested 

run at 30Hz for registered RGB to depth images, which is the desired image format. Registered 

images are preferred because they do not require extra processing, and some sensors can do the 

registration on-board before transmitting the image data to the PC. 

                                                             
1 http://wiki.ros.org/message_filters#Time_Synchronizer 

http://wiki.ros.org/message_filters#Time_Synchronizer
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4. KEY-FRAME EXTRACTOR 

Important aspects of a demonstrated assembly are identified as assembly key-frames that are 

associated with relative information that can be useful for teaching the robot the collaborative 

assembly task. By extracting the key-frames, efficient representation of the underlying scene and 

spatiotemporal encoding of the teaching-by-demonstration process is performed. Based on the 

modelling of the entities included, the scene is effectively segmented, and objects are tracked 

(using the methods described in the previous sections), by detecting each object or person in 

manipulation actions. The pose of objects, segmented images, and skeletons of persons are used 

as input to the key-frame extraction module. All the information is analysed and exported to later 

stages of the assembly task and is employed for automatically generating a robot program for 

assembly execution. 

4.1       KEY-FRAME DEFINITION 
The key-frame is defined as an entity that entails all the technical and semantic information 

extracted from the assembly teaching process on specific moments that correspond to important 

structural changes in the scene. Using these key-frames, the process can easily be segmented 

into a clearly defined sequence of actions to be executed by the robot. Automatic key-frame 

extraction is mainly based on visual analysis of the underlying scene, with the support of visual 

sensors and an analytical representation and tracking of the objects and persons appearing 

during the assembly teaching-by-demonstration task. All the information that is used as input to 

the module is properly analyzed, organized, and extracted as a key-frame. 

For each key-frame extracted, one JSON file is produced containing all relevant information. 

Specifically, the main key-frame structure is defined by a corresponding JSON schema (the 

detailed schema is only available in the Appendix of the confidential version)). The elements of 

this structure are listed and described below: 

● assembly_type: A short string identifying the assembly use-case 

● execution_index: A positive integer that basically tells two things. If the index is zero, it 

tells that the key-frame will not be used in the task execution program; if it is larger than 

zero, it tells it will be used, and it also tells the execution order. 

● grasp_semantics: A list of JSON objects each of which represents a grasp of an object from 

a person. Each object has the following attributes 

○ object_name: A string identifying the assembly object being grasped. 

○ person_id: A number identifying the person grasping the object 

● index: A number showing the frame index in the demonstration sequence 

● instructors_description: A short string, e.g. initial, grasp, pick-up, place, secure, 

assembled, that specifies the robot behavior. 

● objects: A list of JSON objects each of which represents an assembly object with the  

following attributes 

○ name: a short string identifying the assembly object 

○ position: the object’s position with respect to the MYNT EYE camera frame 

○ orientation: the object’s orientation with respect to the MYNT EYE camera frame 

● people: A list of JSON objects each of which stores a person’s skeleton. Each JSON object 

has the following attributes 

○ id: A number identifying the person taking part in the assembly 

○ joints: A list of JSON objects with the following attributes 

■ name: A short string identifying the person’s skeleton joint 

■ position: The joint’s position with respect to the MYNT EYE camera frame 



 

Learning Collaborative Assembly Tasks from Demonstration 

Version: 1.0 

 

CoLLaboratE  24 

 

● secure_semantics: A list of JSON objects each of which represents a securing of an object 

from a person. Each object has the following attributes 

○ object_name: A string identifying the assembly object being grasped. 

○ person_id: A number identifying the person grasping the object 

● semantics: A list of JSON objects each of which holds a relation between two objects. The 

attributes are the following 

○ object_a: A short string identifying the first object  
○ object_b: A short string identifying the second object  

○ object_interaction: A short string describing the relation between the objects at 

that frame 

 

4.2       KEY-FRAME EXTRACTION PROCESS 
The key-frame extraction method is presented thoroughly in this section. The method is based on 

an approach using “semantic event chains” [11], initially utilizing 2D information extracted from 

the tracking module as semantic graphs. The method has been extended by CERTH to include 3D 

information and also information on the persons provided by the skeleton tracking module. With 

the aforementioned extensions, the key-frame extraction method produces more accurate and 

analytic results, useful in later stages of the teaching-by-demonstration process. 

The process can be broken down to the following steps: 

1. Semantic graph construction for each frame 

2. Detection of structural changes between frame graphs and marking of those frames as 

key-frames 

3. Key-frame sequence filtering according to the use-case needs 

An overview of the proposed key-frame extraction method is presented in Figure 23. 
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Figure 20. Key-frame extraction overview flowchart 

4.3       SEMANTIC GRAPH CONSTRUCTION 
The relations between the different objects and actors in the scene are encoded with the help of 

undirected connected graphs, called semantic graphs. We assume G(V,E) denotes a weighted 

graph, with vertex set V that represents each semantically meaningful part and edge set E that 

represents the semantic relations between two parts of the frame.  

For the current use-case, we create three kinds of semantic graphs for each frame in the 

demonstration sequence. One graph for object-object relations, one for object-person relations 

and one for person-person relations that is still under development. 

Spatial relations of objects are extracted with a combined 2D and 3D analysis. The 2D analysis is 

based on the output of the object detection module, a labeled mask for each frame containing one 

label for each object (1,2,3...) and zero for the background. A similar procedure as in [11] is 

proposed for scanning horizontally and vertically the labeled images to capture and store 

relations between segments encoded as lists for each pixel line, i.e., if in one image line the objects 

1 and 2 appear in the foreground and there is no touching relation, then the list 0-1-0-2-0 is stored.  
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For the 3D analysis, we exploit the objects’ poses provided by the tracking module in combination 

with the objects’ 3D models. For each frame, we need to transform the 3D models with the 

corresponding poses to extract the relations between the objects. Note that 3D relations between 

objects do not apply to the background node. 

From the rotation matrix of the pose, we can check for each pair of objects which axes are parallel. 

In order to avoid an exhaustive search for all axis combinations and reporting random cases of 

parallelism that are not important for the specific manipulation, the last frame of the sequence 

recorded is scanned for possible parallelism configurations between axes (major to major, major 

to medium, major to minor, medium to major, medium to medium, medium to minor, minor to 

major, minor to medium, minor to minor). The angle θ is calculated between the selected axes 

(major-to-major, major-to-medium etc.) and the computation is performed with the dot product 

(x⃗ ∙y⃗ ) of the eigenvectors corresponding to specific axes. If |𝑐𝑜𝑠𝜃| >  𝑡ℎ𝑟𝑒𝑠ℎ, where 𝑡ℎ𝑟𝑒𝑠ℎ is a 

threshold value, the axes are considered parallel. 

To check whether two objects are touching, we first need to apply the pose transformation to the 

objects’ 3D models in order to place them in a common frame of reference. Then, we use the 

Flexible Collision Library [13], which provides functionality for checking whether two 3D meshes 

are touching. To make collision detection more robust, we employ another parameter provided 

by the library called penetration depth, a metric for measuring how much an object’s mesh has 

inserted into another object’s mesh. This allows us to set a threshold and avoid collisions that 

happen because of the noise in the tracking module’s pose estimation. An explanatory image of 
penetration depth can be seen in Figure 24. 

 

Figure 21. In this frame the PCB 3D model is touching the TV 3D model. This is the first frame the two objects actually 
touch. If not for this parameter the objects would be considered as touching in previous frames also, because of the noise 

in pose estimation 

For the first kind of semantic graph describing object-object relations, the set of possible relations 

E between any two vertices vi and vj is presented in Table 6. 

Encodings - weights eij Relation between vertices vi and vj 

0 None 

1 Overlapping 

2 Touching 
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3 Minor axis parallel 

4 Minor axis parallel + Overlapping 

5 Minor axis parallel + Touching 

6 All axis parallel 

7 All axis parallel + Overlapping 

8 All axis parallel + Touching 

Table 6. Set of relations between objects, weights and description 

Relations between objects and persons are extracted from the combined information of the object 

tracking and the skeleton tracking module. The only relation implemented right now between an 

object and a person, is touching. To find whether a person is touching an object, we need to use 

the person’s skeleton joints and specifically the arm joints. The skeleton model we use does not 

include a hand joint, so we need to create one. For each arm in a person’s skeleton, we define a 

line that connects the elbow and the wrist joint. On that line, in the direction of the wrist, we pick 

a point at a predefined distance (10cm) from the wrist that is a rough estimate of the position of 

the hand joint.  

The set of possible relations E between any two vertices vi and vj, for the second kind of semantic 

graph representing object-person relations, is presented in Table 7. 

Encodings - weights eij Relation between vertices vi and vj 

0 None 

1 Touching 

Table 7. Set of relations between objects and persons, weights and description 

As mentioned above, relations between persons are still under development so there is not a well-

defined methodology nor any results that can be shown. The core idea we are currently working 

on is to use the persons’ skeletons to extract relations that represent collaborative actions. Those 

relations will then be used in the key-frame extraction process and the robot program, just like all 

the other kinds of relations mentioned above. Those relations between persons will be especially 

useful in other project Challenges where the collaborative aspect is more profound. 

Exploiting 3D info can significantly benefit the semantic graph extraction. In Figure 25 an example 

is presented where we can see that semantic information is much richer and more meaningful. 
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Figure 22. Left: 3D relations, Right: 2D relations 

The following figures are some examples of semantic graphs drawn on the labeled image and 

their corresponding relations matrices. 

 

Figure 23. Relations drawn on labeled image example and corresponding relations matrices 
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Figure 24. Relations drawn on labeled image example and corresponding relations matrices 

4.4       KEY-FRAME EXTRACTION 
After the semantic graphs have been constructed, it’s time to extract the key-frames. Each 

semantic graph is represented by a matrix. Each matrix’s column and row represents an object, 

or a person in the case of the object-person semantic graph, and each cell contains the weight of 

the respective edge. A structural change in the semantic graphs from frame to frame is a simple 

change in a value of a matrix element, so every time an element changes value, the frame is 

considered a key-frame. As expected from such a simple rule because of the noise in the modules’ 

measurements but also from the nature of the assembly task, a large number of frames will be 

considered key-frames. This problem will be solved in the next step of sequence filtering. 

In Figure 28, we can see a key-frame sequence of an example demonstration. The relations 

between objects come from the 3D analysis, so the background node doesn’t appear to have a 

relation with any of the objects. 
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Figure 25. Example key-frame sequence after filtering. Here we can see the labeled images with relations drawn on them. 

4.5       KEY-FRAME SEQUENCE FILTERING 
As mentioned in the previous section, usually the key-frame sequence extracted contains a lot of 

redundant frames due to inaccuracies in the modules’ output but also because of the steps 

constituting the collaborative task. The final key-frame sequence will of course be selected by the 

user, so to relieve some of the weight of that task from the user, we apply basic filtering. 

Specifically for Challenge 3, we have a person who grasps and places the PCBs on the TV chassis 

and a person who holds a tool (screwdriver) and secures the PCBs on the TV chassis. Tracking of 

the tool has not been implemented yet, so the person holding it should be pre-defined.  The only 

relation implemented between an object and a person is the touching relation, which, in this 

specific use-case, does not provide any useful information on its own. To illustrate, every time the 
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person placed a screw on the PCB, the module would consider that image a key-frame leading to 

redundant information not necessary for the assembly program generation. 

To simplify the semantic content of the collaborative task, we take into account only the key-

frames that signify the start of the PCB securing action as well as the start of the PCB placing action. 

If we analyze the key-frame sequence and focus on the key-frames where there is a change in 

person-object relations, we will find the key-frames that person 1 grasps the parts, and person 2 

starts securing them. In more detail, the first key-frame that person 1 touches an object is the 

frame where person 1 grasps the object setting the grasp semantic in the JSON schema 

accordingly. In addition, the first key-frame that person 2 touches an object is the frame where 

person 2 starts securing the object setting the securing semantic in the JSON schema accordingly. 

 

 

Figure 26. Those frames belong in the initial key-frame sequence and show, from left to right, the person on the right 
placing one-by-one the four screws on the PCB. After filtering the sequence, the only frame left as key-frame would be the 

first one. 
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5. ASSEMBLY PROGRAM GENERATOR 

The main functionality of the Assembly Program Generator is to create an assembly program 

based on the extracted key-frame sequence generated by the instructor’s demonstration. The 

extracted key-frame sequence is compiled in a behavior tree [14]. Each key-frame is represented 

by an execution node (Figure 30) or a small behavior tree (Figure 31). 

Behavior trees (Section 6) is a task execution model, similar to hierarchical state machines [15]. 

Hierarchical state machines have states as build blocks; on the other hand, behavior trees have 

tasks as building blocks. Behavior trees offer parallel task execution and easy and clean design for 

complex tasks. Their main advantage is that they are task agnostic, meaning that they do not have 

any information regarding how a task is executed, they only use the outcome of the task (success 

or failure).  

The Assembly Program Generator gets the key-frame sequence as input and gives a robot 
program in the form of a behavior tree as output. It parses the selected key-frames, and based on 

their execution_index, creates a tree that follows the key-frame execution order. Each type of key-

frame has a corresponding description for the behavior tree, which can be in the simplest form an 

execution node. It is possible to create a more complex program for each key-frame if small 

behavior trees are used. This allows the program to run parallel processes if desired and handle 

errors or multiple outcomes. For example, if a dual arm robotic manipulator is used and both of 

the arms need to perform a task simultaneously in a key-frame, then it is preferable to use a small 

behavior tree for this key-frame. The representation of a key-frame type in the behavior tree is 

defined manually beforehand with the help of JSON format.  

6. ASSEMBLY PROGRAM EXECUTOR 

Assembly Program Executor handles the execution of the generated robot program from the 

Assembly Program Generator. The executor can load a robot program and can be triggered to start 

its execution, and it can also be triggered to cancel the current execution. 

The Assembly Program Executor can load the JSON description file of the robot program and the 

respective configuration file that has been generated by the Assembly Program Generator.  

A behavior tree is graphically represented as a directed tree in which the nodes are classified as 

root, control flow nodes, or execution nodes (tasks). The execution of a behavior tree starts from 

the root, which sends ticks with a certain frequency to its child. A tick is an enabling signal that 

allows the execution of a child. When the execution of a node in the behavior tree is allowed, it 

returns to the parent a status running if its execution has not finished yet, success if it has achieved 

its goal, or failure otherwise. For the implementation of the execution nodes, the ROS action server 

framework has been selected2. Each type of execution node has an independent ROS action server. 

The server is responsible for executing a task when triggered and notifying the Assembly Program 

Executor regarding the success or failure of the execution. It is able to load the parameters and 

use them along with other necessary information that are in the key-frame JSON description files. 

 

  

                                                             
2 http://wiki.ros.org/actionlib 

http://wiki.ros.org/actionlib
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7. CONCLUSION 

This report outlines the visual sensors of the CoLLaborateE system and the systems’ setups for 

both demonstration and execution. Furthermore, the data acquisition process is described in 

addition to an in depth presentation of the perception algorithms that utilize the acquired visual 

data. Finally, an innovative process of key-frame extraction is introduced and reviewed 

thoroughly. The fusion of these novel approaches, developed by CERTH and incorporated into the 

CoLLaborateE robotic system, generated an effective method to evaluate the demonstrated 

assembly and produce an assembly program automatically. That can then be performed by the 

robot during the training process. The recorded findings indicate the effectiveness and feasibility 

of the established methodology, which in conjunction with CoLLaborateE HRI module, enables the 

human instructor to oversee the teaching procedure and fine tune the predictive performance. 
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